
CS6220: Data Mining Techniques

Homework Assignment # 4

Assigned: 11/18/2021 Due: 12/03/2021, 11:59pm, through Canvas

Five problems, 180 points in total. Good luck!
Prof. Predrag Radivojac, Northeastern University

Problem 1. (40 points) Principal Component Analysis (PCA) in data mining. Implement PCA yourself
with the only allowed library function being the eigenvalue/eigenvector determination or singular value
decomposition. Download at least 3 data sets from the UCI Machine Learning repository (or elsewhere) and
learn a neural network model of your choice in the following four situations

a) (10 points) Use the data set as is; i.e., no normalization or any form of preprocessing.

b) (10 points) Normalize the data set using z-score normalization and evaluate the model.

c) (10 points) Normalize the data set to zero mean (do not standardize standard deviation), apply PCA
with 99% of retained variance, and then train and evaluate the model.

d) (10 points) Normalize the data set using z-score normalization, apply PCA with 99% of retained
variance, and then train and evaluate the model.

In each case, evaluate the model using 10-fold cross-validation. Make sure that the initial dimensionality of
the data is relatively large in at least one data set, and that all preprocessing steps are performed on the
training partition only and then applied to the test partition. Provide area under the ROC curve for each
model on each data set as well as confidence intervals. To do that, you can average the area under the curves
obtained on each partition and you can compute the confidence interval by dividing the standard deviation
by
√

10. Visualize the final ROC curve by averaging the 10 curves, one from each partition. Discuss your
results and provide appropriate support for your conclusions.

Problem 2. (50 points) Handling advanced real-world problems with Principal Component Analysis (PCA).
In both cases below the idea is to embed n vectors of dimension d into a lower dimension, say l, but different
problems must be solved to achieve this.

a) (25 points) Consider a data set X ∈ Rn×d such that d� n; i.e., there are n real-valued vectors in the
set, each being d-dimensional. Propose how to perform principal component analysis if you must avoid
the construction of a huge d× d covariance matrix. You can assume that a d× n matrix can fit in the
memory and that an n×n matrix can both fit in the memory. Apply your procedure on a manageable
data set of your choice and verify that your solution is correct.

b) (25 points) Consider a sparse data set X ∈ Nn×d
0 , where N0 = {0, 1, ...}. Your n× d sparse data set

can fit into memory, whereas an n× d dense data set cannot fit into memory. Unfortunately, the data
must be centered before you proceed with the PCA but you cannot cannot do this step due to memory
constraints. Propose how to perform PCA on this sparse data set without making the data set dense.
Apply it on a relatively small data set of your choice and verify that the solution is correct. Then apply
it on a larger sparse data set. For example, your data set can be constructed using a bag-of-words
strategy on a text corpus. UCI Machine Learning corpus can offer good data sets.
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Problem 3. (30 points) Mining time series data. In this question you will read two scientific publications
and in your own words summarize each of them in 1000 words or less. Both papers are available on-line.
Your summary should demonstrate the ability to succinctly present the main points of these papers and
provide a short critical assessment of each paper. A critical assessment should demonstrate strengths and
weaknesses and well as your opinion on the contributions and quality of these papers.

a) (15 points) Patel P, Keogh E, Lin J, Lonardi S. Mining motifs in massive time series databases. IEEE
International Conference on Data Mining, ICDM 2002.

b) (15 points) Lin J, Keogh E, Lonardi S, Chiu B. A symbolic representation of time series, with
implications for streaming algorithms. Proceedings of the 8th ACM SIGMOD Workshop on Research
Issues in Data Mining and Knowledge Discovery, DMKD 2003.

It is absolutely not allowed to copy any single sentence from the papers and use it in your summary. All
sentences must be your own.

Problem 4. (40 points) Empirically evaluating the claim that neural networks with large number of hidden
neurons generalize well. The idea is to take a data set D and split it into training and test partitions.
Then, train a single network on the training partition and evaluate it on the test partition, but do not use a
validation set for early stopping. Increase the number of hidden neurons from 1 to 2, to 4 and so on in the
powers of two as much as you have computing resources. Then plot training and test mean squared error
as a function of the number of hidden neurons (repeat several times for the results to stabilize). If you are
considering a classification problem, you can also plot classification accuracy. Finally, consider plotting the
training and test error as a function of the number of epochs.

Your networks can be deep or shallow or both. You can also experiment with different numbers of epochs
to run, different regularization schemes, early stopping using a validation set, different data normalization
schemes, or with batch vs. stochastic optimization. Make sure to select data sets that are large enough so
that you can obtain meaningful results. Consider 5 different data sets, say from the UCI Machine Learning
Repository. You can use any toolbox available in any programming language as long as you feel you have
full control of the process.

Problem 5. (20 points) Let {i1, i2, . . . , in} be a set of n items that are used in sequential pattern discovery
(Textbook, old version, Section 7.4 “Sequential Patterns”). Derive a formula or give an algorithm for
calculating the number of potential k-sequences, where k ≥ 1. Explain what each part in your expression
means and then provide a table of the total number of possible sequential patterns for k ∈ {1, 2, . . . , 5}.
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Directions and Policies

Submit a single package containing all answers, results and code. Your submission package should be
compressed and named firstnamelastname.zip (e.g., predragradivojac.zip). In your package there should
be a single pdf file named main.pdf that will contain answers to all questions, all figures, and all relevant
results. Your solutions and answers must be typed1 and make sure that you type your name and Northeastern
username (email) on top of the first page of the main.pdf file. The rest of the package should contain all
code that you used. The code should be properly organized in folders and subfolders, one for each question
or problem. All code, if applicable, should be turned in when you submit your assignment as it may be
necessary to demo your programs to the teaching assistants. Use Matlab, Python, R, or C/C++. However,
you are encouraged to use languages with good machine learning libraries (e.g., Matlab, Python, R), which
may be handy in future assignments.

Unless there are legitimate circumstances, late assignments will be accepted up to 5 days after the due date
and graded using the following rules:

on time: your score × 1

1 day late: your score × 0.9

2 days late: your score × 0.7

3 days late: your score × 0.5

4 days late: your score × 0.3

5 days late: your score × 0.1

For example, this means that if you submit 3 days late and get 80 points for your answers, your total number
of points will be 80 × 0.5 = 40 points.

All assignments are individual, except when collaboration is explicitly allowed. All text must be be your
own or, for group assignments, by the members of the group. All sources used for problem
solution must be acknowledged; e.g., web sites, books, research papers, personal communication with
people, etc. Academic honesty is taken seriously! For detailed information see Office of Student Conduct
and Conflict Resolution.

1We recommend Latex; in particular, TexShop-MacTeX combination for a Mac and TeXnicCenter-MiKTex combination
on Windows. An easy way to start with Latex is to use the freely available Lyx. You can also use Microsoft Word or other
programs that can display formulas professionally.


