
CS6220: Data Mining Techniques

Homework Assignment # 1

Assigned: 09/17/2021 Due: 10/01/2021, 11:59pm, through Canvas

Six problems, 160 points in total. Good luck!
Prof. Predrag Radivojac, Northeastern University

Problem 1. (15 points) Term frequency-inverse document frequency transformation. Suppose you are given
a dataset matrix M corresponding to a set of n documents and a dictionary of d terms (words). Each field
mij in M is the number of times that the j-th term appears in the i-th document, mi is the number of terms
in the i-th document and nj is the number of documents containing the j-th term in the data set. Consider
the following feature representation for the ij-th element of the document-term matrix

xij =
mij

mi
· log

n

nj
,

and answer the following questions:

a) (5 points) What might be the benefits of this encoding in mining text documents?

b) (5 points) What might be disadvantages of this encoding compared to xij =
mij

mi
or xij = mij?

c) (5 points) What is the effect of this transformation if a term occurs in one document or in every
document?

Problem 2. (30 points) Understanding the curse of dimensionality. Consider the following experiment:
generate n data points with dimensionality k. Let each data point be generated using a uniform random
number generator with values between 0 and 1. Now, for a given k, calculate

r(k) = log10

dmax(k)− dmin(k)

dave(k)

where dmax(k) is the maximum distance between any pair of points, dmin(k) is minimum distance between
any pair of points (you cannot use identical points to obtain the minimum distance of 0), and dave(k) is the
average distance between pairs of distinct points in the data set. Let k take each value from {1, 2, . . . , 99, 100}.
Repeat each experiment multiple times to get stable values by averaging the quantities over multiple runs
for each k.

a) (10 points) Using Euclidean distance to compute dmax and dmin, plot r(k) as a function of k for two
different values of n; n ∈ {100, 1000}. Label and scale each axis properly to be able to make comparisons
over different n’s. Embed your final picture(s) in the file you are submitting for this assignment.

b) (10 points) Replace Euclidean distance by the cosine distance, defined as dcos(x, y) = 1−cos(x, y), where
x and y are k-dimensional data points and cos(x, y) is cosine similarity. Then repeat the experiment
from part a.
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c) (5 points) Repeat and and b but replace the uniform data generator with a zero-mean unit-covariance-
matrix Gaussian source.

d) (5 points) Discuss your observations and also compare the results to your expectations before you
carried out the experiments in parts a, b and c.

Problem 3. (10 points) Let A, B, C, and D be binary input variables (features). Give decision trees to
represent the following Boolean functions:

a) (3 points) Ā ∧B

b) (3 points) A ∨ (B ∧ C̄)

c) (4 points) A⊕ B̄

where Ā is the negation of A and ⊕ is an exclusive OR operation.

Problem 4. (15 points) Consider the data set from the following table:

Sky Temperature Humidity Wind Water Forecast Enjoy Sport

1 Sunny Warm Normal Strong Warm Same Yes
2 Sunny Warm High Strong Warm Same Yes
3 Rainy Cold High Strong Warm Change No
4 Sunny Warm High Strong Cool Change Yes
5 Sunny Warm Normal Weak Warm Same No

Using Enjoy Sport as the target, show the decision tree that would be learned if the splitting criterion was
chosen to be the gini index. Show your steps and necessary calculations.

Problem 5. (45 points) Classification trees and evaluating their accuracy.

a) (20 points) Visit the UCI Machine Learning Repository and select three datasets you can use for
developing and evaluating a classification tree. You can treat categorical features as categorical or
perform a pre-processing step where you can transform them into numerical using a sparse binary
(also called one-hot) representation. That is, if feature values are from {blue, yellow, red, green}, encode
this feature using 4-dimensional binary vectors such that if the feature value is blue, the encoding is
(1, 0, 0, 0), if the feature value is yellow, the encoding is (0, 1, 0, 0), etc. Split each data set into two
halves. Construct a tree on one half (training set) and then calculate the fraction of correctly classified
data points on the other half (test set). Repeat this process 100 times by making a different random
split and report the mean accuracy and its standard deviation. Discuss your findings and compare
training and test accuracies.

b) (5 points) Repeat the process by selecting 75% of the data for training and 25% for the test. Discuss
your findings and compare with results in part a.

c) (5 points) Using evaluation from either a or b, compare gini and information gain as splitting criteria
and discuss your observations on the quality of predictions.

d) (15 points) Pick one of the datasets and visualize a few trees. Discuss the prediction problem and
whether the classification models appear meaningful. Also discuss the stability of the model and how
much it varies with random variation of the data set and splitting criteria.
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You are allowed to use any toolbox or library to solve this problem.

Problem 6. (45 points) Building a movie recommendation system. First, familiarize yourself with the
MovieLens data sets that are available at

http://grouplens.org/datasets/movielens/

Next, design and evaluate your own recommendation system based on the following principles. For each
user i and each movie j they did not see, find top k most similar users who have seen j and then use them
to infer the user i’s rating on movie j. Handle all exceptions in a reasonable way and report your strategy
if you did so; e.g., if you cannot find k users for some movie j, then take all users who have seen it. Use
time-stamps to define your training and test data. That is, if you select a time stamp τ , then the training
data contains all ratings up to that point and the predictions are evaluated on the remaining data.

Measure the performance of your recommendation system using the mean absolute difference (MAD); that
is,

MAD =
1∑

i

∑
j rij

·
∑
i

∑
j

rij · |pij − tij |

where pij is the predicted rating of user i on movie j, tij is the true rating available in the test partition,
and rij is the indicator variable of the availability of rating for the pair (i, j). That is, rij = 1 if the rating
for (i, j) is available; otherwise, rij = 0.

Compare your algorithm(s) to a simple algorithm that gives each user-movie pair a rating that equals the
average score over all users who rated the movie up to that point in time τ . Note that here each user receives
the same rating (prediction) for a particular movie. Ideally, your algorithm will outperform this terribly
naive scheme.

Use the “100K Dataset” although you can use larger ones if computational power is not a problem. Calculate
the performance of your recommendation system and find the best k from a hand-selected set of 3-5 values
(your choice) for a few specific values of τ . You also can select your own distance function to find similar
users or movies. An easy selection there is Euclidean or cosine distance, as in one of the previous problems.

Summarize your work in a few paragraphs and report all relevant results. Support your findings with
numerical results and visualizations, where applicable.



4 Homework Assignment # 1

Directions and Policies

Submit a single package containing all answers, results and code. Your submission package should be
compressed and named firstnamelastname.zip (e.g., predragradivojac.zip). In your package there should
be a single pdf file named main.pdf that will contain answers to all questions, all figures, and all relevant
results. Your solutions and answers must be typed1 and make sure that you type your name and Northeastern
username (email) on top of the first page of the main.pdf file. The rest of the package should contain all
code that you used. The code should be properly organized in folders and subfolders, one for each question
or problem. All code, if applicable, should be turned in when you submit your assignment as it may be
necessary to demo your programs to the teaching assistants. Use Matlab, Python, R, or C/C++. However,
you are encouraged to use languages with good machine learning libraries (e.g., Matlab, Python, R), which
may be handy in future assignments.

Unless there are legitimate circumstances, late assignments will be accepted up to 5 days after the due date
and graded using the following rules:

on time: your score × 1

1 day late: your score × 0.9

2 days late: your score × 0.7

3 days late: your score × 0.5

4 days late: your score × 0.3

5 days late: your score × 0.1

For example, this means that if you submit 3 days late and get 80 points for your answers, your total number
of points will be 80 × 0.5 = 40 points.

All assignments are individual, except when collaboration is explicitly allowed. All text must be be your
own or, for group assignments, by the members of the group. All sources used for problem
solution must be acknowledged; e.g., web sites, books, research papers, personal communication with
people, etc. Academic honesty is taken seriously! For detailed information see Office of Student Conduct
and Conflict Resolution.

1We recommend Latex; in particular, TexShop-MacTeX combination for a Mac and TeXnicCenter-MiKTex combination
on Windows. An easy way to start with Latex is to use the freely available Lyx. You can also use Microsoft Word or other
programs that can display formulas professionally.


