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Logistical Issues

2

• HW1 will be released today
– It will be due on Friday, October 1
– You will receive a Gradescope invitation

• Will release the presentation schedule later 
today

• Several resources on Piazza on reading papers
– Paper template



Outline: Review of ML and Deep 
Learning

• Ensemble learning
– Bagging, boosting

• Feed-forward neural networks
• Convolutional networks
– Common architectures

• Regularization
• Backpropagation
• Comparing classifiers
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Ensemble Learning
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How to Achieve Diversity

• Avoid overfitting
– Vary the training data

• Features are noisy
– Vary the set of features

Two main ensemble learning methods
• Bagging
• Boosting
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Bagging
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Random Forest Algorithm
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Overview of AdaBoost
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Bagging vs Boosting
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Applicable to complex 
models with low bias, 
high variance

Applicable to weak 
models with high bias, 
low variance



Timeline

10



Deep Learning References
• Chapter 10 from Introduction to Statistical Learning
– -''.,/001112,'"'3+"%4&4526$70

• Deep Learning books
– -''.,/008932"&0:;9<=
– -''.,/0011128++.3+"%4&45>$$?2$%50:"8@"46+8=

• Stanford notes on deep learning
– -''./006,99A2,'"4B$%82+8C0,C77+%9D9D06,99AE4$'+,E

8++.F3+"%4&452.8B
• Stanford tutorial on training Multi-Layer Neural 

Networks
– -''./00CB3832,'"4B$%82+8C0'C'$%&"30,C.+%@&,+80!C3'&<"(+%G

+C%"3G+'1$%?,0
• Notes on backpropagation by Andrew Ng
– -''./006,99A2,'"4B$%82+8C04$'+,E,.%&459DHA0>"6?.%$.2.8B
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https://www.statlearning.com/
https://d2l.ai/
https://www.deeplearningbook.org/
http://cs229.stanford.edu/summer2020/cs229-notes-deep_learning.pdf
http://ufldl.stanford.edu/tutorial/supervised/MultiLayerNeuralNetworks/
http://cs229.stanford.edu/notes-spring2019/backprop.pdf


Learning Representations
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Neural Network Architectures
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Feed-Forward Networks
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Feed-Forward Neural Network
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Layer Operations
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𝑧[#] = 𝑊[#]𝑥 + 𝑏[#] 𝑎[#] = 𝑔(𝑧 # )
<&4+"% G$4E<&4+"%



Activation Functions
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Binary 
Classification

Intermediary 
layers

Regression



18

R&57$&8 R$B'7"J



Softmax classifier
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Convolutional Nets
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Convolutional Nets
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Image Representation
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• Image is 3D “tensor”: height, width, color 
channel (RGB)

• Black-and-white images are 2D matrices: 
height, width
– Each value is pixel intensity



Convolutions
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Example
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Convolution Layer
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Convolution Layer
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Convolution Layer
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Second, green filter

6 filters



Max Pooling
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LeNet 5
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History
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VGGNet
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How to train Neural Networks?

• Backpropagation algorithm
• David Rumelhart, Geoffrey Hinton, Ronald 

Williams. "Learning representations by back-
propagating errors". Nature. 323 (6088): 533–
536. 1986

• Applicable to both FFNN and CNN
• Extension of Gradient Descent to multi-layer 

neural networks  
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Training Neural Networks
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GD for Neural Networks

• Initialization
– For all layers ℓ
• L4&'&"3&T+)𝑊[ℓ], 𝑏[ℓ]

• Backpropagation
– Fix learning rate 𝛼
– For all layers ℓ (starting backwards)

• 𝑊[ℓ] = 𝑊[ℓ] − 𝛼∑34-5 67( 89!,9!)
6; ℓ

• 𝑏[ℓ] = 𝑏[ℓ] − 𝛼∑34-5 67( 89!,9!)
6< ℓ
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GD for Neural Networks

• Initialization
– For all layers ℓ
• R+')𝑊[ℓ], 𝑏[ℓ]"')%"48$7

• Backpropagation
– Fix learning rate 𝛼
– Repeat
• I$%)"33)3"(+%,)ℓ :,'"%'&45)>"6?1"%8,=

• 𝑊[ℓ] = 𝑊[ℓ] − 𝛼∑34-5 67( 89!,9!)
6; ℓ

• 𝑏[ℓ] = 𝑏[ℓ] − 𝛼∑34-5 67( 89!,9!)
6< ℓ
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This is 
expensive!



Stochastic Gradient Descent

• Initialization
– For all layers ℓ
• R+')𝑊[ℓ], 𝑏[ℓ]"')%"48$7

• Backpropagation
– Fix learning rate 𝛼
– Repeat
• I$%)"33)3"(+%,)ℓ :,'"%'&45)>"6?1"%8,=
– I$%)"33)'%"&4&45)+J"7.3+,)𝑥3, 𝑦3

𝑊[ℓ] = 𝑊[ℓ] − 𝛼
𝜕𝐿(/𝑦3, 𝑦3)
𝜕𝑊 ℓ

𝑏[ℓ] = 𝑏[ℓ] − 𝛼
𝜕𝐿(/𝑦3𝑦3)
𝜕𝑏 ℓ
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Incremental 
version of GD



Mini-batch Gradient Descent
! B8%$%"(%C"$%-8

! D,)&%""&"%4*)+&7
• Set % [ℓ]&' [ℓ] at random

! D"&@+#-+"9"$%-8
! D#E&"*%)$#$6&)%.*&8
! F*(*%.

• For all layers ( (starting backwards)
– For all batches b of size B with training examples ) $%&* $%

% [ℓ] + % [ℓ] , - . $&'
( )*( ,-(),-())

)0 ℓ

' [ℓ]+ ' [ℓ] , - /
$&'

(
0123* $%&* $%4

0' ℓ
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Gradient Descent Variants
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Definitions
– 𝑧[ℓ] = 𝑊[ℓ] 𝑎 ℓ)# + 𝑏[ℓ], 𝑎[ℓ] = 𝑔 𝑧 ℓ

– 𝛿[ℓ] = *+( -.,.)
*1[ℓ]

; Output -𝑦 = 𝑎[+] = 𝑔 𝑧 +

Backpropagation
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𝛿[&]𝛿[%]𝛿[#]

𝐿 𝑦, 8𝑦 = −[ 1 − 𝑦 log 1 − 8𝑦 + ylog 8𝑦@



Definitions
– 𝑧[ℓ] = 𝑊[ℓ] 𝑎 ℓ)# + 𝑏[ℓ], 𝑎[ℓ] = 𝑔 𝑧 ℓ

– 𝛿[ℓ] = *+( -.,.)
*1[ℓ]

; Output -𝑦 = 𝑎[+] = 𝑔 𝑧 +

Backpropagation
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𝛿[&]𝛿[%]𝛿[#]

𝐿 𝑦, 8𝑦 = −[ 1 − 𝑦 log 1 − 8𝑦 + ylog 8𝑦@



Definitions
– 5[ℓ] + % [ℓ] 6 ℓ1' 7 ' [ℓ]&6[ℓ] + 8 5 ℓ

– 9[ℓ] +
)*( ,-,-)
)2[ℓ]

; Output 3* + 6[*] + 8 5 *

1. For last layer L: 9[*] +
)*( ,-,-)
)2[-]

=)*( ,-,-)3) ,-
) ,-
3) 𝒛[𝑳]

+
)*( ,-,-)
3) ,-

85 5 *

2. For layer ( : 9[ℓ] +
)*( ,-,-)
) 2 ℓ +

)*( ,-,-)
) 2 ℓ/0

)2 ℓ/0

)6[ℓ]
)6 ℓ

)2[ℓ]
= 9[ℓ7']% [ℓ7']8;25[ℓ])

3. Compute parameter gradients

– )*( ,-,-)
) 0 ℓ +

)*( ,-,-)
) 2 ℓ

)2[ℓ]

) 0 ℓ + 9[ℓ]6 ℓ1' 8

– )*( ,-,-)
) % ℓ +

)*( ,-,-)
) 2 ℓ

)2[ℓ]

) % ℓ + 9[ℓ]

Backpropagation
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𝛿[&]𝛿[%]𝛿[#]

𝐿 𝑦, 8𝑦 = −[ 1 − 𝑦 log 1 − 8𝑦 + ylog 8𝑦@



U&@+4)'%"&4&45),+')𝑥-, 𝑦- , … , 𝑥5, 𝑦5
L4&'&"3&T+)"33)."%"7+'+%,)𝑊[ℓ], 𝑏[ℓ] %"48$73(V)B$%)"33)3"(+%,)ℓ
<$$.)

Training NN with Backpropagation
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W.8"'+)1+&5-',)@&")5%"8&+4'),'+.

• 𝑊3F
[ℓ] = 𝑊3F

[ℓ] − 𝛼Δ3F
ℓ

• R&7&3"%3()B$%)𝑏3F
[ℓ]
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R+')Δ3F
[G] =DV)B$%)"33)3"(+%,)𝑙 "48)&48&6+,)𝑖, 𝑗

I$%)+"6-)'%"&4&45)&4,'"46+)𝑥H, 𝑦H :
K$7.C'+)𝑎[-], 𝑎[.], … , 𝑎[7] @&")B$%1"%8).%$."5"'&$4)

K$7.C'+)+%%$%,)𝛿[7], 𝛿 7I- , … 𝛿 -

X55%+5"'+)5%"8&+4',Δ3F
[G] = Δ3F

[G] + 𝑎F
[GI-]𝛿3

[G]

EPOCH



Overfitting
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• The larger the network, the higher the capacity 
(more model parameters)

• But also more prone to overfitting!



Regularization
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Y+&5-')8+6"(
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Dropout
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• At training time, sample a sub-network per epoch (batch) and learn 
weights
• Keep each neuron with probability p

• At testing time, all neurons are there, but multiply weight by a factor of p
• Srivastava et al. Dropout: A Simple Way to Prevent Neural Networks from 

Overfitting. Journal of Machine Learning Research 15,  2014



Comparing classifiers
Algorithm Interpretable Model size Predictive 

accuracy
Training time Testing time

A;410$1-(
'"4'"001;=

B145 !%/.. A;3"' A;3 A;3

CDD 6"81E% A/'4" A;3"' D;($'/1=1=4 B145

AFG 6"81E% !%/.. A;3"' A;3 A;3

F"-101;=(
$'""0

B145 6"81E% A;3"' 6"81E% A;3

H=0"%&."0 A;3 A/'4" B145 B145 B145

D/IJ"(,/K"0 6"81E% !%/.. A;3"' 6"81E% A;3

!L6 6"81E% !%/.. A;3"' 6"81E% A;3

D"E'/.(
D"$3;'C0

A;3 A/'4" B145 B145 A;3
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Summary

47

• Deep Learning performs well for datasets with certain 
structure: images, text, speech
– <+"%4,)-&+%"%6-&6"3)B+"'C%+)%+.%+,+4'"'&$4,

• Multiple types of NN architectures 
– Feed-forward neural networks
– Convolutional neural networks (applicable to 

images)
– Recurrent neural networks, Transformers (text)

• Training most NN architectures via backpropagation 
• Regularization (weight decay, dropout) to avoid 

overfitting


