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1. Purpose

The purpose of the course COM 1101 is to introduce fundamental algorithms and data structures using C++ as the programming language.  The classic versions of these algorithms and structures use the C concepts of array, struct, and pointer.  Our goal is to present these basic C concepts and to show how the more sophisticated C++ concepts of class, object, template, and reference can be used to organize a set of algorithms and structures for better clarity and ease-of-use.  Questions of design will be important on three levels: the design of individual algorithms, structures, and classes; the use of software toolkits; and the design of the program structure as a whole.  Graphics and visualization will be incorporated whenever possible.

2. Prerequisites

The course assumes an introductory knowledge of C++ such as is taught in COM 1100.  Topics required include: variables and basic types (int, short, long, double, float, char, char*, and bool); loops (for, while, and do-while); decisions (if and switch); functions, parameters, and return values; character strings; one-dimensional arrays; and input-output.  Students should have enough fluency with these basic concepts to be able to use them easily in combination.

Students who have an introductory knowledge of C but not C++ will need to quickly learn about the C++ style of input-output and special function features such as function prototypes, reference parameters, default parameter values, and multiple function forms (overloaded definitions).  In addition, the software toolkits introduced in COM 1100 will be freely used in COM 1101 so new students should learn what is available in the elementary toolkits as soon as possible.

3. Text Books

Robert Sedgewick, Algorithms in C++, Third Edition, Parts 1-4, Addison Wesley Longman, Reading, MA, 1998, ISBN: 0-201-35088-2.

Stanley B. Lippman & Josée Lajoie, C++ Primer, Third Edition, Addison Wesley Longman, Reading, MA, 1998, ISBN: 0-201-82470-1.

4. Syllabus

The following is a list of themes that will be discussed in the course.  The list is organized by grouping related topics together.  Typically, each concept will be introduced in several stages of increasing complexity so it is difficult to specify a precise time line for a particular concept. 

A. Fundamental Structures

Arrays:

Efficient organization for many components of exactly the same type
Access to component data is by numerical position
Examples:

1-dimensional arrays {review}

2-dimensional arrays {traditional approach versus class-based approach}

Component Structures (Struct / Class):

Permits combinations of components of one or several types

Access to the component data is via the field name of the component

A struct and a class are identical in physical structure and differ only in whether the component data may be accessed publicly, that is, by direct access from outside the structure.  In a struct, data is always public.  In a class, data is usually private and external access to data is via functions associated with the class.

Pointer Types:

An elementary type which holds the location in memory or address of another data structure

Combinations:

The common type of an array component can be chosen to be an elementary type, an array, a component structure, or a pointer type 

The type of each component field of a component structure can be independently chosen to be an elementary type, an array, a component structure, or a pointer type

Combinations of basic structures permit the creation of very general structures

B. Functions on Structures

Typical functions on structures do tasks of the following kind:

Construct:
Create and initialize a new structure

Destroy:
Trash an old structure and tie up loose ends

Copy:

Copy the structure to a similar structure

Search:
Find information within the structure

Update:
Change information within the structure

Insert:

Insert a new block of information into the structure

Remove:
Remove an obsolete block of information from the structure

Calculate:
Calculate information from the data in the structure

Combine:
Combine information from structures to create a new structure

Organize:
Organize the information in the structure by a process such as sorting

Input:

Obtain data for the structure from an input stream (keyboard, file, …)

Output:
Use data in the structure to print, display on a screen, or send to a file

Services:
Provide any special services for which the structure is designed

Operators:
Define any operations appropriate for objects of the structure

C. Encapsulation

Encapsulation is the process by which structures and/or actions are combined in a package (put into a capsule) so that they can be used easily, efficiently, and safely in one or more programs.  The main mechanisms in C++ for encapsulation are:

Structure:
Encapsulates data

Function:
Encapsulates actions

Class:

Encapsulates both data and actions

Toolkit:
Organizes a related set of structures, functions, and classes

Library:
Makes a toolkit available in pre-compiled form

D. Classes and Objects: Overview

A class combines the data capabilities of a struct with the advantage of organizing all of the functions that will operate on the data fields.  A class definition is a type definition.  If T is a class and X is a variable of type T, then the information in T specifies how X may be built and what functions may operate directly on X.  We call X an object or instance of class T.

The data fields of a class T are called the data members of the class.  Generally, each object X of class T has its own copy of the data members of the class.  In special circumstances, a data member can be designated as shared so that there is only one copy for the whole class.

The functions which act on the data of the class are either the member functions of the class or its friends.  Function definitions are always shared by all objects of the class.

A class specifies its data members, its member functions, and its friends.  Normally, the data in a class is private so that external routines cannot accidentally change the data to incorrect values.  This provides a measure of design safety: only the limited set of member functions and friends can access or change the data in a class.

Although it is most common to view an object as a combination of data elements with associated actions, it is also possible to view an object as a functional entity whose data serves to define the functional behavior.  For example, in an object designed to act as a polynomial function, it is the functional behavior that is most important.  The data in the polynomial object, namely, the polynomial coefficients, merely serves to specify precisely which polynomial function is represented.

Since an object of a class both contains data and performs actions, it is in effect a miniature program.  Object-oriented design is the method for building large programs as a collection of small programs encapsulated into classes.

E. Classes and Objects: Details

Since classes “bring things together”, there are certain design issues that must be addressed in the definition and use of classes.

Construction: C++ insists that the construction of an object must be combined with the initialization of the object.  Thus, as an object is created, its data should be given a valid set of initial values.  This is the role of the constructors for a class.  Often, a class must define a symmetrical operation called the destructor to determine what happens when the object is no longer needed.  Usually, a class should also define the meaning of copying via the copy constructor and the meaning of assignment for the objects of the class.

Functions: The functions that will operate on the data of a class need to be defined.  Since the data is normally private, more care is needed in these definitions to insure that a clean and complete interface to the class is defined.  All of the kinds of functions listed above in the section Functions on Structures must be considered for inclusion in a class definition.  In particular, if a function call operator operator() is defined for the class then the objects of the class may be directly used as functions on other objects.

Operators: Some classes have operations that are similar to the built in operations in C++.  When this is the case, the corresponding operators can be overloaded so that they make sense for the class.  For example, a class of vectors can have an operator + defined.  An important design issue is to decide which operators, if any, make sense for a class.

Conversions: In some situations, it may be meaningful to define automatic conversions between two classes or between a class and a basic type.  This is also a design decision since on one hand automatic conversion is convenient and on the other hand it introduces the possibilities of subtle bugs.

F. Composition, Inheritance, and Polymorphism

A key feature of object-oriented design is that classes can be designed to build upon simpler classes.  The easiest way to accomplish this is by composition.  Building by composition means that the data fields of a new class are objects of simpler component classes.  There need be no direct relationship between the member functions of the new class and the member functions of its components.  The new class simply uses its components.

A more sophisticated and intimate way to design a class based on a simpler class is by inheritance.  Building by inheritance means that both the data members and the functional interfaces of a simpler base class are inherited by the new class that builds upon it.  When a new class is inherited from a base class, it should be appropriate to think an object of the new class as if it were an object of the base class.  The details of the differences between the new class and the base class should be handled automatically whenever possible.  This is the role of polymorphism.  Polymorphism permits a new class to redefine certain functions inherited from the base class.  The decision about which function to call, the base version or the new version, is then handled automatically at runtime.

G. Templates

In many situations, it is desirable to do the same operations for several different types of object.  The concept of template in C++ allows one to organize these common operations once and reuse them many times.  Using function templates, one can build generic algorithms, and using class templates, one can build generic combinations of algorithms and data structures.

Templates are a wonderful mechanism for encapsulating the essence of a collection of algorithms and data structures.  Often an algorithm is designed using data structures based on a specific type such as int or double.  After the algorithm is tested and polished, it is then generalized into template form so that it can be used with any suitable base type.

Many programming tasks that were once done using inheritance are now being done using templates.  Templates encapsulate common patterns in algorithmic action and data setup where it is only the particular base type that is variable.  Inheritance encapsulates more subtle situations in which an interface may be constant but the details of algorithmic action and/or data setup may be variable.

In this course, we will provide an introduction to the Standard Template Library which is the result of a multi-year design effort to create truly generic algorithms.  We will see that it is possible to automate the construction of standard classes and to bridge the gap between a generic class and a generic algorithm by using the intermediate concept of an iterator.

H. Data and Memory Allocation

In the first computers, there was so little memory that chunks of program code and pieces of data tended to be mixed together.  This design turned out to very fragile since the slightest error in writing data could cause code to be overwritten and the flow of the program immediately destroyed.  Nowadays, there usually is a separation of code from variable data in memory.

The data area in memory is usually further subdivided.  Global variables which are defined before the execution of the main program form the first area.  This area is called the static data area since the data persists for the duration of execution of the program.

The second data area contains the local variables of the functions currently in execution and the variables used to pass data from one function to another.  When a function executes, its parameters and local variables are added to this data area and when the function is finished this data is returned to the general memory pool.  The allocation and deallocation of the data memory for function execution is handled automatically so this area is called the automatic data area.  It is also called the runtime stack since internally the mechanism of a stack (another data structure!) is used to handle the allocation.

The third data area consists of memory that must be requested explicitly depending on needs that can only be fully specified when the program is running.  For example, if the size of an array cannot be known when the program is written, then the array will have to be allocated dynamically at runtime when enough information becomes available to determine the needed size.  For another example, if structures need to expand to add more and more data, then again dynamic allocation will be needed.  The memory area for dynamic allocation is called the heap because memory blocks in use tend to be scattered around haphazardly rather than collected neatly in one place.

Unfortunately, there is verbal confusion since there is also a standard data structure called a heap which is unrelated to the dynamic memory allocation heap structure.  Be careful!

In order to talk about data in various places, it is sometimes essential to know the address in memory of the data.  This leads to the notion of a pointer.  Pointers are a very efficient way to refer to data but can also be inconvenient.  The notion of reference combines the efficiency of a hidden pointer with the ease of use of an ordinary variable.  How and when to deal with variables, pointers, and references will be a central issue.

Since functions (executable code) are also in memory, it is possible to find the address of a function.  Function addresses can be used to pass around information about functions and to execute functions indirectly.

I. Recursion

Recursion describes a situation in which a thing is defined or calculated in terms of simpler versions of the same kind of thing.  Certain mathematical formulas provide immediate examples of this type of process.  In computer science, many algorithms can be most easily described as recursive computations because the uniformity of many data structures makes it natural to express certain problems in terms of subproblems on smaller but similar structures.

There is one aspect of recursion that is important but is often overlooked.  You cannot continue forever the process of replacing a complex problem by a series of smaller but similar problems.  At some stage, you must arrive at certain subproblems that are so simple they may be solved directly.  These easily solved subproblems are called the base cases of the recursive solution.  Always look for the base cases and then look for the method that reduces the general problem to the base cases.

Many problems can be coded quite quickly using recursion.  In some cases, the execution speed of the corresponding code will be quite efficient but in other cases the recursive algorithm will be rather slow.  An efficient recursion computes intermediate data exactly once whereas an inefficient recursion recalculates intermediate data many times during the course of a computation.  It is often possible to convert a recursive algorithm to one that uses only loops and this exercise can often both improve speed and provide insight into the deeper structure of the algorithm and its data.

J. Possible Examples of Algorithms and Data Structures

Database-like structures: combinations of text strings and/or numeric data

student grade data

bank account data

name and address data

Geometric and mathematical examples

date and time

2-dimensional vector {x and y coordinates}

2-dimensional transformations {scaling and  general matrix}

data table plot class {structure for plotting mathematical data}

complex number {real and imaginary part}

complex polynomial {polynomial with complex number coefficients}

turtle class {class with graphics methods well suited to recursive algorithms}

random numbers, simulation, and finite probability distributions

Array structures and algorithms:

string class: issues & options

dynamic array allocation

initialization of dynamic memory

on-the-fly allocation of additional memory

classes to support automatic array algorithm animation

sorting algorithms

simple methods: insertion sort and selection sort

fast methods: quicksort and its variations

searching algorithms

simple method: linear search

fast method on sorted data: binary search

Dynamic lists

introduction to the easiest examples of a dynamic list

Structures with multiple objects in which objects are examined/removed one at a time

stack

model: stack of dishes

essence: structure in which last object inserted is first object removed

acronym: LIFO { Last In First Out }

queue

model: waiting line in a bank

essence: structure in which first object inserted is first object removed

acronym: FIFO { First In First Out }

implementation and performance issues: array versus dynamic list

STL structures, algorithms, and iterators

Recursion

mathematical recursion

fractal graphics { snowflakes and dragons }

games and puzzles { tower of hanoi }

Files

operations

write: store data in memory to computer disk files

read: retrieve data stored on computer disk files and place in memory

issues

file format

text (characters) or binary (direct transfer of memory bits)

file structure

how does a file data structure correspond to an internal data structure?

Toolkits

classes used in the toolkits such as windows, iotools, polygons, graphics widgets, etc
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