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The Performanceof the hB-pi Tree

Abstract

The hB-pi treeis a multi-attribute index methodwhich combinesthe hB tree,a multi-attribute accessstructure
andthe lI-tree, an abstractindex with efcient concurreng andrecosery methods. The hB-pi treeis a balanced
treeandadaptswell to differentdatadistributions. Furthermorethe hB-pi treeinheritsthe ef cient concurreng and
recovery methodsrom thell tree. This papemrovidestheimplementatiordetailsof the hB-pi treeandexploresthe
performanceof differenthB-pi treevariants. The paperbegins by illustrating the experimentalresultson real and
syntheticpointdatasets.ThehB-pi treecannotdirectly index thenon-pointobjectsanddifferentcorversionmethods
areappliedto the hB-pi treeto index the non-pointdata. The experimentalresultson real and syntheticnon-point
datasetsarealsoprovided. The experimentafresultsareanalyzedn orderto proposathefutureresearchdirection.

1 Intr oduction

Multi-dimensionindexing is widely usedin VLSI, spatialandimagedatabaseg5] providesthecomprehensie surey
aboutmulti-dimensionalaccessnethods. Multi-dimensionalindexing methodscan be classi®edinto spatialaccess
methodgSAMSs) andpointaccessnethodgPAMs). The SAMs aredesignedo procesghe objectswith extents(e.g.,
lines, polygons.etc). The PAMs aredesignedo performspatialsearchesn point databasesThe PAMs canbe used
to index the non-pointobjectswith corversionmethods.The SAMs canalsobeusedto index the pointdatabases.

The mostpopularSAMs arein the R-treefamily. The R-tree[6] canbethoughtasan extensionof the B+-treein
multi-dimensionakpace.Nearbyobjectsareclusterednto the samedatapage.Nearbydatapagesareclusterednto
thesameindex page.Eachentryin the datapageis in theform of (MBR, tid) where"MBR” standgor the Minimum
BoundingRectangleof the objectand“tid” referenceghe real recordin the databasdassumesecondaryindex is
used).Eachentry (E) in thetheindex pageis in theform of (MBR, ptr) whereMBR is minimumboundingrectangle
that enclosesall the MBRs in E's child page,ptr is the pointerpointsto E's child page. The R®-tree[1] improved
the R-treeby using an optimizedinsertalgorithm, splitting algorithm and forced reinserts The Hilbert R-tree[9]
can further improve the performanceon static datasetby clusteringobjectswith a Hilbert curve. The X-tree [3]
ef®ciently processeshe high-dimensionatlatasetsby using supernodeglarge sizeindex page). In spite of the R-
tree's popularity the R-treehasthreeproblems First, thereareoverlapsamongindex pagesandthe overlapsincrease
rapidly with growing dimensionalityof the data. Accordingto [3], the overlapcanreach90% at the dimensionof 6.
SecondR-treesindex entrycontainghe MBR whosestoragecostlinearly increasesisthe datadimensionincreases,
thusthe fanoutof theindex pagesdecreaseasthe datadimensionincreasesThird, the R-treehaspoor concurreng
performance.

Onesetof popularSAMs arethe kd-treebasedindex methods. The kd-tree[2] is anin-memorybinary search
treethat recursvely dividesthe k-dimensionalspaceinto subspacesy using (k-1) dimensionahyperplanes. The
kd-B-tree[12] is avariantof the kd-treethat pagessecondarynemory The kd-B-treeis balancedree,but it cannot
guaranteghe minimum storageutilization becausef the force split (whena parentindex pageover ows andsplits
by a hyperplane,theregion atthe lower level might alsoneedto be split by this hyperplane).Henrichetal. propose
the LSD-tree[8] (Local Split DecisionTree)which is anothewvariantsof the hB-tree. A specialpagingalgorithmis
usedto presere the externalbalancingpropertyof the LSD-tree(the heightsof its externalsubtreegliffer at mostby
one). The LSD-treeis not a balancedreeandis very sensitve to the datainsertorder LometandSalzbeg propose



thehB-tree[10] which canguaranteestorageutilization. The hB-treeis a balancedreeandadaptswell to the skewed

datadistribution. Later, Evangelidiset al. combinethe hB-treeandthe lI-tree [11] into the hB-pi-tree[4]. The
hB-pi-treenot only preseresthe goodpropertiesfrom the hB-tree,but alsoinheritsgoodconcurreng andrecovery

control performancdrom the lI-tree. The hB-pi treedividesthe spaceinto non-overlappingsubspaceandis fairly

insensitve to dimensionincreasedbecauseachkd-treenodeonly storesthe split value of onesplit attribute. These
adwantagef the hB-pi tree exactly addresghe the impedimentsof the R-tree. That's why we arguethe hB-pi tree
is a goodcandidateor multi-dimension(especiallyfor mediumto high dimensionaljndexing. We will analyzethe
performancef thehB-pi treefor exactmatchqueryandrangequerybelow.

Like all the otherhierarchicaindex methodsthe hB-pi-treeincludesdatapagesandindex pages.The datapage
includesoneor morerecordlists thatcontaintherealdataandzeroor onekd-treethatstoreshe spacedecomposition
information. Therecordin therecordlist hastheform (a; ,a;,..ax ,data)wherea; to ax standdor theattributes'values
anddatais therealdatavalue. The kd-treenodeN hastheform (split-attritute, split-value, left-pointer right-pointer)
wheresplit-attribute andsplit-valuestorethe split attribute with the correspondingalue,left-pointerandright-pointer
point to the left andright child of N. As it is illustratedin Figure 1(a), if the original root datapageA over ows,
partof the datain A will be movedto the new createddatapageB. PageA is the containerdatapageandpageB
is the extracteddatapage. A kd-treeis addedto A with a side pointerthat pointsto pageB. Figure 1(a)illustrates
the index pageP createdby the split of original datapageA. The index pagesP containsa kd-treethat storesthe
spacedecompositionnformationof the subspaceeferencedy P. If datapageA furthersplitsinto datapagesA and
C (®gurel(b)),thesplit path (X10 right) is postedo the parentindex pageP. Startingfrom thekd-treenode(X10) in
P andtravelling P's kd-treeby usingthe split path The split pathis shorterthanthe existing pathin P's kd-tree,the
kd-treenode(Y10) is decoratedy C. If datapageA furthersplitsinto datapagesA andC (®gure1(c)), thesplit path
(X10 left -> Y7 left) is postedto P. The split pathis longerthanthe existing pathin P. The extra kd-treenodesare
appendedo P's kd-tree.
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Figurel: Exampleof the hB-pitree.

The hB-pi tree cannotindex the spatialobjectswith extentsdirectly. A commonpracticeis corverting the K-
dimensionalnon-pointobjectsinto 2K-dimensionalpoints andindexing the corvertedpointsby a PAM. The most
popularcorversionmethodis the corner corversion the non-pointK-dimensionalobject O is convertedinto 2K-
dimensionaboint P by usingO's startandend pointsat eachdimension. The datadistribution and corvertedquery
rangeof therangequeryareillustratedin ®gure2(a). Anotherwell-knowvn corversionmethods thelengthcorversion,
thenon-pointK-dimensionalbbjectO is convertedinto 2K-dimensionapoint P by usingO's startpoint andlengthat
eachdimension.The datadistribution andcorvertedqueryrangeof therangequeryareillustratedin ®gure2(b). The
conversionmethodshave two majorimpedimentsFirst, the®nite queryrangein theoriginal spaceanightbecorverted
into in®nite queryrangein the corvertedspace. Secondthe datadistribution in the corvertedspacecanbe highly
skewedevenif thedatadistributionin the original spacds uniform.

In mary real-life applicationsthe sizesof the objectsaremuchsmallerthanthe sizeof thewhole space Further
more,therearefew big objectswith large sizeandmostobjectsaremuchsmallerthanthe big objects For example,
dataset(NA) containsall the mainroads(402,466MBRs) in North America. The whole areasize at the longitude
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Figure2: Queryrangein corvertedspace.

dimension(X-dimension)is 6012timesof the averageobjects size at the X-dimensionandthe whole areasize at
thelatitudedimension(Y-dimension)is 5394timesof the averageobject’s sizeat the Y-dimension.The objects'size
distribution at eachdimensionis illustratedin ®gure 3(a) and (b). Most objectsare smallerthanﬁ of the area
sizeat the correspondinglimensions.Basedon the two obsenrationslisted above, we canstorea few big objectsin
mainmemoryandreducethe convertedqueryrange(in cornercornversion) into the areaenclosedy the boldedlines
illustratedin ®gure 3(c). We canusethe samemethod(storingthe big objectsin mainmemory)in lengthconversion

In [8], the authorsalsousethe ®rst obsenation (objects sizeis smallerthanthe areasize)to reducethe cornverted
queryrange.
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Figure3: Exampleof tight corvertedqueryrange.

The restof the paperis organizedasfollows. Section2 presentghe implementatiordetailsof the hB-pi tree.
Section3 exploresthe performanceof the hB-pi tree and the R*-tree for point datasets. Section4 illustratesthe

performancef the hB-pi treeandthe R*-treefor non-pointdatasets.Section5 summarizeshe performanceesults
andprovidesdirectionsfor futurework.

2 Implementation

Severaldifferentsplitandpostmethodsarepresentedh [4], theD/fp (i.e. splitting atdecorations/postintpefull path)
methodswverechoserbecausaf their simplicity andef®cieng. More detailsaboutthe D/fp algorithmcanbe found
in [4]. In thissectionwe will presentheimplementatiordetailsthatarenotincludedin [4]. Thestructureof thehB-pi

tree®le is illustratedin Figure4. The®rstblock of the hB-pi treestoregheinformationthatwill beusedfor thewhole
hB-pi tree. All the otherblocks(index pageblocksanddatapageblocks)arestoredafterthe ®rst block. The ®rst 4
bytesof the ®rst block storesthe lengthof the block andthe second4 bytesstoresthe total numberof blocksin the
®le. Therestpartof the®rstblock storeghehB-pi treeheaderThe hB-pi treeheadeistoreshefollowing information
in order: dimension total numberof the data,numberof the datapageshumberof the index pageswhetheror not



rootis data(if thisvalueis true,thewholehB-pi treehasjustonedatapage) the block numberof therootandthe next
split attribute of thetree.

Structure of the hBtree File |First Block  |Hbtree Blocks ...... |

Structure of the first block  plock length Joum blocks [Hbtree header |

Structure of the hBtree headerfDimensionfium of datahum of dpagesjhum of ipagesfoot is data [Roothext split attr]

Structure of the Index Page IHeader Kdtree I

Structure of the Index Page header ILCVGI IPage type I

Structure of the Kdtree [Header [Kdtree Nodes ...... I

Structure of the Kdtree header IROOt I[leXt node id |
Structure of the Kdtree node JId JDecorationplit attrkplit value Jleft childfleft child typefright childfright child type|

Structure of the Data Page  [Header  JKd-tree |RecordLists |

Structure of the Data Page header [Page type |Has been splited hext record list idfaum of record list |

Structure of the RecordLists [Record List[0] Record List[1] |..... |

Structure of the Record List JId Jium of record Record[0] [Record[1]]..... |

Structure of the Record  IDIm[0] |..... IDim[dimension — 1] [Data |

Figure4: Structureof the hB-pi tree.

Eachindex pageis storedin ablock (index pageblock). The headeof theindex pageblock storesthelevel of the
index page(4 bytes)andpagetype(1 bit, indicateshatthepageis adatapageor aindex page).Theremainingpartof
theindex pageblockis usedto storea kd-tree. The headerof the kd-treestoresthe ID of theroot node(4 bytes)and
thelD of the next nodeto beinserted(4 bytes).Eachkd-treenodecontains:nodelD, decoratiorblock number split
attribute, split value,the block numberof the left child, the type of theleft child (canbe eithera datapage,anindex
pageor anotherkd-treenode),the block numberof theright child andthetype of theright child.

Eachdatapageis storedin a block (datapageblock). The headerof the datapageblock storesthe pagetype(1
bit), thelD of thenext recordlist (4 bytes),thenumberof therecordlists in the datapage(4dbytes)andwhetheror not
thedatapagehasever beensplit(1 bit). Theremainingpartof the datapageblockis usedto storerecordlists andthe
kd-tree(thereis not a kd-treein the datapagebeforethe datapages ®rst split). The kd-treehasthe samestructureas
thatin the index pageblock, the only differenceis: in the datapage,the child of the kd-treenodecanbetherecord
list, cannotbe theindex page.The RecordListscontainsa bunchof recordlists. Eachrecordlist containstherecord
list ID, numberof recordsin therecordlist anda bunchof records.Eachrecordcontainsthe positionof the dataand
realdatavalue.

The hB-pi treeindexesthe whole space.The subspacewithout ary datainside(i.e. emptyspacg might cause
unnecessargageaccesseduringthequery Figure5 illustratesoneexample. Thequeryrange therectanglesnclosed
by boldedlines,doesnotencloseary datapoints.But bothpagegD1 andD2) will bevisitedbecaus¢hequeryrange
intersectghe sub-spacehatis enclosedy D1 andD2. In orderto avoid visiting emptyspace we canstorethereal
MBR asthe pageboundaryin eachpage.For datapage(D), the pageboundaryis the MBR thatenclosell the data
pointsin D. For index page(P), the pageboundaryis the MBR that enclosesall the MBRs of P's childrenpages.
Eachkd-treenodein anindex pagecanstorechildrenpages'MBRs togethemwith their referencege.g., their block
numbers)As it is illustratedin ®gure5(b), this methodcanavoid the unnecessargageaccessesausedy theempty
space

In thefollowing sectionave presentheexperimentalesultsevaluatingthebehaior of the R*-treeandtwo variants
of thehB-pi tree:thehB-pi treewith MBR storedat eachindex entry (kd-treenode)andthe hB-pi treewithout storing
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MBRs. All experimentavererunonanintel PentiumlV 2.66GHzCPUmachinewith 1GB mainmemory The page
sizein all the experimentsis 4KB. The R*-tree codethat we usefor our experimentis comingfrom R-tree Portal
organization.The hB-pi treewasimplementedy our group. Both the R*-tree andthe hB-pi treeareimplementedn
Java. All the queryresultsin thefollowing sectionsarethe averagevaluesof 100 randomrangequeries.In real-life
applicationstheareawith datainsidewill attractmostof ourattention soeachrandomqueryrangeis generatedhased
ontheexisting pointin thedatasets.The spatialuniverseis a unit square.

3 Performanceon Point Data Sets

In this sectionwe illustratethe experimentaresultson syntheticdatasets thenpresentheexperimentakesultsonreal
datasets.

3.1 Performanceon Synthetic Data Sets

Eachsynthetiacdatasetcontainsl00,000K-dimensionapointsuniformly distributedin thecorrespondind-dimensional
space.

3.1.1 TreeStructure

Tablesl, 2 and 3illustratethetreestructureof thedifferentaccessnethods The®rstcolumnindicateghedimensions
of thedatasets.Thesecondand®fth columnspresenthenumberf datapagesandindex pagesn thetreestructures.
The third andsixth columnsprovide the page utilization of the datapagesandindex pages.The page utilization is
de®nedas“;§ge%. Thefourth andsesenthcolumnsillustratethe numberof kd-treenodesin datapageandindex
pages kd-trees Figure6 compareghe differentaccessnethodsandthefollowing obsenationscanbe obtained:

1. ThehB-pi treehasmuchlessdatapageshanthe R*-tree because¢he R*-tree storesthe pointsasMBRs. The
two variantsof the hB-pi treehave a similar numberof datapages.

2. The hB-pi treehasmuchlessindex pageshanthe R*-tree becausdhe hB-pi treeonly storesoneattribute for
eachsplit. ThehB-pitreewith MBR hasmoreindex pageghanthe hB-pitreewithout MBRs, but haslessindex
pageghanthe R*-tree.
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Tablel: ThehB-pitreestructure(withouMBRS).

Dimension| DataPages| Utilization | Avg Nodes | Index Pages| Utilization | Avg Nodes
2D 492 60.28% 1.50 5 48.39% 98.80
3D 517 76.29% 1.50 5 50.83% 103.80
4D 702 70.29% 1.50 5 68.90% 140.80
5D 911 65.05% 1.50 9 49.90% 101.89
6D 1000 69.09% 1.50 9 54.73% 111.78
7D 1097 71.95% 1.50 9 59.99% 122.56
8D 1244 71.38% 1.51 9 67.96% 138.89
Table2: ThehB-pitreestructure(withMBRS).
Dimension| DataPages| Utilization | Avg Nodes | Index Pages| Utilization | Avg Nodes
2D 486 61.40% 1.50 9 48.67% 54.67
3D 528 75.30% 1.50 9 64.60% 59.33
4D 702 71.07% 1.51 16 57.76% 44.69
5D 927 64.92% 1.50 17 82.32% 55.35
6D 1012 69.45% 1.50 32 55.40% 32.53
7D 1108 72.61% 1.50 33 65.58% 34.48
8D 1269 71.55% 1.50 38 72.17% 34.32
Table3: TheR*-treestructure.
Dimension | DataPages| Index Pages
2D 679 6
3D 969 13
4D 1264 18
5D 1543 27
6D 1822 36
7D 2106 53
8D 2331 64
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Figure6: TreeStructure.




3.1.2 Query Performance

The queryrange(Q) is always0.01%of the whole spacein all the experimentsin this section. In 2-D spaceQ's
lengthat eachdimensionis 1% of the whole areasize at the correspondinglimension.In 8-D spaceQ's lengthat
eachdimensionis about30% of the whole areasizeat the correspondinglimension.Tables4, 5 and 6 illustratethe
gueryresultsof differentaccessnethodondifferentdatasets. The®rst columnindicateghenumberof dimension®of
eachdataset. The secondcolumndisplaysthe total pageaccessiumbersof the queries.Thethird andforth columns
presenthe pageaccessiumbersof the index pageanddatapage. The ®fth columnprovidesthe numberof empty
datapagesaccesseth thequeries.The emptydatapage is de®nedasthe datapagethathasbeenaccesseduringthe
query but doesnot containary datainsidethe queryrange. The sixth columnillustratesthe averagenumberof the
datain eachnecessarylata page accesavherenecessarylata page accesss de®nedasthe datapagethathasbeen
accesseduringthe queryandcontainsat leastonedatain the queryrange.The sixth columnindicatesthe necessary
datapageaccessesf the accesanethods. The last column containsthe numberof datain the queryresultsandit
is usedto verify the correctnessf the accessnethodqfor the samedatasetandsamequeryrange,all threeaccess
methodsshouldhave the samequeryresultsize).

Figure 7(a) illustratesthat the hB-pi tree outperformsthe R*-tree for the samedimensionpoint datasets. Fig-
ure 7(b) indicatesthatthe hB-pi treewill outperformthe R*-tree moreand morewhenenteringhigherdimensions.
Figure8(a) presentshangeof the emptydata page rate which is de®nedas; "5 d:;z P29® < Theemptypage
rateis increasingwith growing dimensionalityof the data. The R*-tree hasthe lowestempty pageratebecauset is
a datapartition accessmethodwhich doesnot index the empty space.As expected the hB-pi treewith MBRs has
lower emptypageratethanthe hB-pi treewithout MBRs. Figure8(b) illustratesthe necessarypageaccesdor three
accessnethodsThe R*-treehaslower datgatgag 5 ratethanthe hB-pi treemainly becaus¢he R*-tree storesthe points
asrectanglesn the datapageandhassmallerdatapagefanout.

The R*-tree hasa low emptypagerate, but the R*-tree hasa smallfanoutfor the datapageandthe index page.
Furthermorethereareoverlapsamongtheindex entriesof the R*-tree. Sothe hB-pi treecanoutperformthe R*-tree.

ThehB-pi treewith MBRs hasa low emptypagerate,but it alsohasa smallindex pagefanout.As it is illustrated
in table4 andtable5, the hB-pi treewith MBRs visits lessdatapageghanthe hB-pi treewithout MBRs becausé¢he
formeronecanavoid visiting emptydatapages But the hB-pi treewith MBRs visits moreindex pageghanthe hB-pi
treewithout MBRs becauséhe later onehasbiggerindex pagefanout. Figure 7(a) indicatesthat the two variantsof
the hB-pi treehave similar overall performances.

Table4: ThehB-pitreequeryresult(withoutMBRs, 0.01%existing queryrange).

Dimension| Total | Index Page | DataPage | EmptyDataPage %P‘aage ResultSize
2D 4.38 2.01 2.37 0.05 74.52 172.89
3D 10.82 2.10 8.72 0.89 76.13 596.10
4D 22.73 2.40 20.33 2.31 48.52 874.41
5D 38.01 3.01 35.00 5.25 48.06 1429.72
6D 52.64 3.30 49.34 11.04 38.85 1488.02
7D 58.33 3.55 54.78 16.98 35.73 1350.70
8D 69.55 4.31 65.24 30.65 13.62 471.14

3.2 Performanceon Real Data Sets

We performedtestswith two realdatasets.The US zip codedataset(US) contains42,192zip codespositionsin the
US. Thedatadistribution of the US datasetis displayedn ®gure9(a). Thepopulatecareassuchasthe EastCoastand
California, containmostof the points(zip codes).The pointsat thetop left cornerrepresenthe zip codesin Alaska
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Table5: ThehB-pi treequeryresult(withMBRs, 0.01%existing queryrange).

Dimension| Total | Index Page | DataPage | EmptyDataPage %P‘zge ResultSize
2D 4.52 2.04 2.48 0.06 71.44 172.89
3D 10.21 2.17 8.04 0.48 78.85 596.10
4D 21.71 2.94 18.77 1.63 51.02 874.41
5D 39.74 3.71 36.03 3.37 43.78 1429.72
6D 53.48 6.26 47.22 8.18 38.12 1488.02
7D 60.07 6.34 53.73 13.24 33.36 1350.70
8D 62.56 8.49 54.07 20.50 14.03 471.14
Table6: TheR*-treequeryresult(0.01%existing queryrange).
Dimension| Total | Index Page | DataPage | EmptyDataPage %Ptaage ResultSize
2D 4.66 2.16 2.50 0.08 71.44 172.89
3D 13.56 3.16 10.40 0.25 58.72 596.10
4D 27.91 4.68 23.23 1.19 39.67 874.41
5D 48.84 7.07 41.77 2.73 36.62 1429.72
6D 59.88 7.93 51.95 6.03 32.40 1488.02
7D 71.38 9.20 62.18 9.43 25.61 1350.70
8D 101.50 21.37 80.13 28.74 9.17 471.14
Query Range (0.01%) Rate to R*-tree (0.01%)
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Figure7: Queryresults(0.01%existing queryrange).
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andthe pointsat the bottomleft cornerrepresenthe zip codesin Hawaii. The New Englandpostaladdresslataset
(NE) containsl123,593postaladdresses New Englandarea.The datadistribution of the NE datasetis displayedn
®gure9(b). The NE is a scraved datasetandtherearethreemetropolitanareagNew York, PhiladelphiaandBoston)
thatcontainmoreaddressethanotherareas.

(a)USZip Codes (b)Northeasteriddresses

Figure9: Datadistribution of two realdatasets.

3.2.1 TreeStructure

Tables7, 8 and 9 provide the tree structureof the threeaccessnethods. The ®rst column containsthe namesof
the datasets.The seconccolumnprovidesthe numbersof datain the correspondinglatasets.All the othercolumns
have the samemeaningsasthosein section3.1.2. Figure10 compareshe differentaccessnethodsandthefollowing
obsenationscanbeobtained:

1. ThehB-pitreehasmuchlessdatapageshanthe R*-tree becaus¢he R*-tree storesthe pointsasa MBRs. The
two variantsof the hB-pi treehave similar numberof datapages.

2. The hB-pi treewithout MBRs hasmuchlessindex pageshanothertwo accessnethods.The hB-pi treewith
MBRs hassimilar numberindex pagesasthe R*-tree.

10



Table7: ThehB-pi treestructure(withouMBRS).

DataSet Data | DataPages| Utilization | Avg Nodes| Index Pages| Utilization | Avg Nodes
US Zip Code 42192 204 61.35% 1.38 1 99.27% 203.00
New EnglandPostal | 123593 536 68.29% 1.48 6 44.50% 90.93

Table8: The hB-pi treestructure(withMBRS).

DataSet Data | DataPages| Utilization | Avg Nodes | Index Pages| Utilization | Avg Nodes
USZip Code 42192 203 62.03% 1.38 4 47.02% 54.00
New EnglandPostal | 123593 545 67.56% 1.49 9 55.25% 62.89

Table9: TheR*-treestructure.

DataSet Data | DataPages| Index Pages
US Zip Code 42192 332 4
New EnglandPostal | 123593 866 9
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Figurel10: TreeStructure.
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3.2.2 Query Performance

Tables10- 12 and®guresll1- 12 provide thequeryresultsof the US dataset. Tables13- 15 and®guresl3- 14 present
the queryresultsof the NE dataset. The ®rst columnof thetableindicatesthe queryrangesize. Othercolumnshave
thesamemeaningsasthosein section3.1.2.

Figurell(a)and®gure 13(a)demonstrat¢hatthe hB-pi treeoutperformghe R*-tree for the real point datasets.
Figurell(b)and®gure1l3(b)indicatethatasthequeryrangesizeincreaseshehB-pitreewill outperformtheR*-tree
moreandmore. Figure 12(a)and®gure 14(a) presenthe changesf the emptydata page rate As the queryrange
sizeincreasesthe emptypageratedecreasem all threeaccessnethods.Datain the datapageseingaccessetiave
biggeropportunitiesto be containedn the queryrangeasthe queryrangesizeincreasesThe R*-tree hasthe lowest
emptypageratebecausét is a datapartitionaccessnethodwhich doesnotindex the emptyspace.Figure12(b)and
Figurel4(b)illustratethe necessarpageaccesdor threeaccessnethods.The R*-tree haslower datga‘;‘ag s ratethan
the hB-pi treemainly becausehe R*-tree storesthe pointsasrectanglesn the datapageand hassmallerdatapage
fanout.

The R*-tree hasa low emptypagerate, but the R*-tree hasa small fanoutfor the datapageandthe index page.
Furthermorethereareoverlapsamongtheindex entriesof the R*-tree, sothe hB-pi treecanoutperformthe R*-tree.

The hB-pi tree with MBRs haslow empty pagerate, but it hassmallindex pagefanout. As it is illustratedin
table10andtable11, the hB-pi treewith MBRs visits lessdatapageghanthe hB-pi treewithout MBRs becauséhe
formeronecanavoid visiting emptydatapages But the hB-pi treewith MBRs visits moreindex pageghanthe hB-pi
treewithoutMBRs becausehelateronehasbiggerindex pagefanout.Figurell(a)demonstratethatthetwo variants
of the hB-pi treehave similar overall performancesTable 13 andtable 14 indicatethatthe hB-pi treewith the MBRs
canhave moredatapageandindex pageaccessesebanthe hB-pi treewithout the MBRs for certaindataset. But
bothvariantsof the hB-pi treestill have the similar performancaesit is illustratedin ®gure13(a).

Table10: ThehB-pi treequeryresult(withoutMBRs, US).

Size | Total | Index Page | DataPage | EmptyDataPage %Pta‘age ResultSize
1% | 38.05 1.00 37.05 0.35 79.34 2911.75
2% | 50.67 1.00 49.67 0.42 92.96 4578.27
3% | 57.31 1.00 56.31 0.47 102.47 5721.90
4% | 60.87 1.00 59.87 0.49 108.41 6437.16
5% | 63.79 1.00 62.79 0.42 113.44 7075.09

Table11: ThehB-pitreequeryresult(withMBRs, US).

Size | Total | Index Page | DataPage | EmptyDataPage | go25%:; | ResultSize
1% | 36.89 2.73 34.16 0.25 85.87 2911.75
2% | 49.42 2.95 46.47 0.24 99.03 4578.27
3% | 55.84 3.08 52.76 0.15 108.76 5721.90
4% | 59.37 3.09 56.28 0.15 114.68 6437.16
5% | 62.43 3.10 59.33 0.17 119.59 7075.09

4 Performanceon Non-point Data Sets

In this section,we ®rst illustratethe experimentalresultson syntheticdatasets thenpresenthe experimentalresults
on real datasets. The length corversion has much worse query performancethan the corner corversion and its
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Table12: The R*-treequeryresult(US).

- D t .
Size | Total | Index Page | DataPage | Empty DataPage ﬁnge ResultSize
1% | 36.49 2.94 33.55 0.11 87.07 2911.75
2% | 52.09 2.99 49.10 0.06 93.36 4578.27
3% | 61.43 2.97 58.46 0.09 98.03 5721.90
4% | 67.25 2.97 64.28 0.04 100.20 6437.16
5% | 72.28 3.00 69.28 0.04 102.18 7075.09
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Figurel2: Queryresults(US).
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Table13: ThehB-pitreequeryresult(withoutMBRs, NE).

Size | Total | Index Page | DataPage | Empty DataPage %F}aage ResultSize
1% | 30.95 2.62 28.33 0.39 109.03 3046.37
2% | 47.53 2.90 44.63 0.45 128.84 5692.03
3% | 59.67 2.92 56.75 0.43 144.85 8158.02
4% | 74.55 3.15 71.40 0.28 151.19 10752.64
5% | 84.92 3.19 81.73 0.52 158.18 12845.53
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Table14: ThehB-pi treequeryresult(withMBRs, NE).

Size | Total | Index Page | DataPage | Empty DataPage %F}aage ResultSize
1% | 31.58 2.84 28.74 0.44 107.65 3046.37
2% | 48.22 3.34 44.88 0.63 128.63 5692.03
3% | 61.03 3.48 57.55 0.32 142.55 8158.02
4% | 76.01 3.76 72.25 0.18 149.20 10752.64
5% | 85.78 3.98 81.80 0.28 157.58 12845.53
Table15: TheR*-treequeryresult(NE).
Size | Total | Index Page | DataPage | EmptyDataPage %F}aage ResultSize
1% | 33.58 3.18 30.40 0.22 100.94 3046.37
2% | 55.82 3.51 52.31 0.26 109.36 5692.03
3% | 75.17 3.78 71.39 0.30 114.76 8158.02
4% | 94.83 3.87 90.96 0.25 118.54 10752.64
5% | 111.32 4.14 107.18 0.26 120.14 12845.53
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Figurel4: Queryresults(NE, Existing).
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experimentaresultsarenotincludedin this section.In the sequelwe de®necornercornversionmethodascornversion
methodwithout causingary ambiguity

4.1 Performanceon Synthetic Data Sets

Eachsyntheticdatasetcontains100,000K-dimensionalrectanglesn the correspondind<-dimensionalspace.The
left-bottompointsof therectanglesreuniformly distributedin thespace Thesizesof therectanglesteachdimension
areuniformly distributedwithin the sizerangeof eachdimension(sizerangeat eachdimensionis ﬁ of thewhole
spacesizeat the correspondinglimension).Eachrectanglenasthe samesizein all the dimensions.For example,in

2-D spacetherectanglesaresquaresWe will ®rst shav thetreestructure thendemonstratehe effectivenessf the
sizeseparatioriechnology(i.e. storethebig objectsin memoryandreducethe cornvertedqueryrange)andexplorethe
affectionof thedimensionon queryperformance.

4.1.1 TreeStructure

Tables16, 17 and 18 demonstratehe tree structureof three accessnethodson differentdimensionaldatasets.
Figurel5illustratesthe differencedbetweerthethreemethods:

1. Thenumberof thedatapagesandindex pagesn all threeaccessnethodsncreasesisthedimensionncreases.
The fanoutof the datapagewill decreasdecauseachdataentry will occupy more spaceasthe dimension
increases.Furthermoresincewe keepthe samenumberof objectsin eachdataset, the total numberof data
pageswill increase.More datapagesneedmoreindex entrieswhich further bring moreindex pages(in the
R*-tree,the sizeof index entryalsoincreasessthe dimensionincreases).

2. The hB-pi treehasmoredatapageghanthe R*-tree for the samedimensionahon-pointdatasetsbecausehe
hB-pi treestoresthe kd-treein the datapagewhich requiresextra space.The hB-pi treewith MBRs hasmore
datapagedhanthehB-pi treewithout MBRs becaus¢heformeronestoreshe pageboundaryin eachdatapage
(®gure15(a)).

3. ThehB-pi treewithout MBRs haslessindex pageghanthe R*-tree because¢he hB-pi treeonly storesonesplit
attribute for eachsplit. The hB-pi treewith MBRs hasmoreindex pageghanthe R*-tree becausehe former
onestoresbothkd-treeandMBRs insidetheindex page(®gure15(b)).

Table16: ThehB-pi treestructure(withouMBRS).

Dimension| DataPages| Utilization | Avg Nodes | Index Pages| Utilization | Avg Nodes
2D 693 71.19% 1.50 5 68.02% 139.00
3D 1019 67.82% 1.50 9 55.76% 113.89
4D 1258 70.60% 1.50 9 68.72% 140.44
5D 1602 67.79% 1.50 13 60.69% 124.00
6D 1856 69.13% 1.50 16 57.18% 116.81
7D 2102 70.42% 1.50 17 60.92% 124.47
8D 2427 69.13% 1.50 17 70.26% 143.59

4.1.2 Effect of SizeSeparation

Figure 16 demonstratethe effectivenessof the size separatiortechnology The 2-D rectangledatasetis chosento
illustrate the experimentalresults. Otherdimensionaldatasetshave the similar experimentsresults. In ®gure 16,
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#Data Page

Table17: ThehB-pi treestructure(withMBRS).

Dimension | DataPages| Utilization | Avg Nodes | Index Pages| Utilization | Avg Nodes
2D 721 69.23% 1.51 17 55.91% 43.24
3D 1018 69.05% 1.50 32 55.71% 32.72
4D 1281 70.90% 1.51 37 74.68% 35.54
5D 1625 68.79% 151 63 67.45% 26.73
6D 1893 70.14% 1.50 79 73.13% 2491
7D 2174 70.85% 1.50 112 68.62% 20.38
8D 2488 70.58% 1.51 147 68.01% 17.90
Table18: The R*-treestructure.
Dimension | DataPages| Index Pages
2D 647 7
3D 961 11
4D 1254 20
5D 1555 28
6D 1810 37
7D 2073 49
8D 2337 64
2500 150
2250 B o
130
2000 — L 120
1750 — — r )
o 100
1500 ™ ™ ™ r 5 90
1250 =" =" B5 BB éjg
1000 H® W B 0B treewithout §= 604 I hB-pi tree(without
MBRs) MBRs)
750 HE W B |EnBpiteewith < I hB-pi tree(with
MBRs) 40 MBRs)
500 L L L L |[JR*tree 304 []R*tree
2501 HEHHN N 201
104
0 e EEE SR EE 04
2 3 4 5 6 7 8 2 3 4 5 6 7 8
Dimension Dimension
(a)DataPage (b)Index Page

Figurel5: TreeStructure.
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Table19: Numberof emptydatapageaccessed.

Rate 0.001 | 0.002 | 0.004 | 0.006 | 0.008 | 0.01 | 0.02 | 0.04 0.06 0.08 0.1 0.2 0.4 0.6 0.8 1
Empty | 0.59 0.81 1.36 1.75 219 | 251 | 426 | 6.60 8.68 10.61 | 12.26 | 19.74 | 33.91 | 40.35 | 42.40 | 42.71
Total 4.97 5.19 5.75 6.15 6.60 | 6.92 | 8.70 | 11.08 | 13.22 | 15.20 | 16.92 | 24.61 | 39.15 | 45.72 | 47.77 | 48.08

the separatiomrate0.001meansall the objects,whosesizeat all dimensionsaresmallerthan ﬁ of the areasizeat
correspondinglimensionarestoredn thehB-pitree.All theobjectswhosesizeatary dimensiorarebiggerthan ﬁ
of the areasize at the correspondinglimensionare storedin mainmemory Sincewe generateall the rectanglesdy
usingthesizerangewhichis ﬁ of thewhole spacesizeat eachdimensionthe hB-pi treeswith differentseparation
ratescontainthe sameamountof dataandhave the sametreestructure.

As it is illustratedin ®gure 16, the smallerseparatiorrate leadsto smallerqueryrange,resultingin lesspage
access.The corvertedqueryrangewith the separatiorrate 0.001only requires% pageaccessesf the converted
gueryrangewithout sizeseparatior{separatiomateequalsto 1).

[¢)]
o

N
a
|
\
\
I

N
o
\

\

| |[] HB-pi tree

w
[$,]
[

[

[

w
o
[

[

[

N
o
[

[

[

[

[

4
[$)]
[

[

[

[

[

Num of Page Access
&
|
\
\
\
I

_\
o
[

[

[

[

[

[,

0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.1 0.2 0.4 0.6 0.8 1.0
01 02 04 06 08 10 20 40 60 80 00 00 00 00 00 00
Separation Rate

o

Figurel6: Separatiomateaffectsnumberof pageaccess

Table 19 furtherillustrateswhy the sizeseparatiortechnologycanimprove the queryperformance The ®rst row
containsthe separatiomate. The secondrow shavs the numbersof emptydatapagesthe datapagesheingaccessed
without having ary datain the queryranges).The third row presentghe total pageaccessesf the queries. As the
separatiomateincreasesthe corvertedqueryrangeincreasesndthe chanceo accesemptydatapageincreases.

4.1.3 Query Performance
Tables20, 21 and 22illustratethe queryresultsof differentaccessnethodson differentdimensionabatasets. The
meaningof eachcolumnis the sameasthatin section3.1.2.

TheR*-treeoutperformghehB-pi treefor the samedimensionahon-pointdatasets(®gurel17(a)). ThehB-pitree
hasthe comparablgerformanceo the R*-tree (®gure 17(b)) becausehe performancealifferencesare betweenl 0%
to 40%. Figure 18(a) presentghe changeof emptydata page rate As the dimensionincreasesthe emptypagerate
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increasesn all threeaccessnethods.The R*-tree hasthelowestemptypageratebecausdt is a datapartitionaccess
methodwhich doesnot index the empty space.As expected,the hB-pi treewith MBRs haslower empty pagerate

thanthe hB-pi treewithout MBRs. Figure 18(b)illustratesthe necessarpageaccessefr threeaccessnethods The

R*-treehashigher datgatsag - ratethanthehB-pi tree. Thepossiblereasormightbethatthe R*-treeis a dataclustering
accessnethodandit clustersthe databetterthanthe hB-pi tree. As the dimensionincreasesthe differenceof the
datg""‘;‘ag 5 ratebetweerthe hB-pi treeandthe R*-tree becomesmaller The performancef boththe R*-treeandthe
hB-pi treedeterioratesapidly whengoingto higherdimensions.

Table20: ThehB-treequeryresult(withoutMBRs, 0.01%queryrange).

Dimension| Total | Index Page | DataPage | EmptyDataPage | 523 | ResultSize
2D 5.15 2.04 3.11 0.19 62.09 181.29
3D 16.28 221 14.07 1.09 46.64 605.37
4D 31.85 2.64 29.21 3.53 34.47 885.07
5D 60.11 3.36 56.75 9.63 30.53 1438.42
6D 85.21 4.37 80.84 18.93 24.13 1493.82
7D 96.34 4.30 92.04 31.48 22.40 1356.36
8D 108.60 4.97 103.63 53.36 9.44 474.34

Table21: ThehB-treequeryresult(withMBRs, 0.01%queryrange).

Dimension| Total | Index Page | DataPage | EmptyDataPage %ﬁ‘age ResultSize
2D 5.16 2.11 3.05 0.09 61.25 181.29
3D 14.97 2.68 12.29 0.66 52.05 605.37
4D 34.72 3.86 30.86 3.11 31.89 885.07
5D 59.29 7.17 52.12 4.59 30.26 1438.42
6D 77.05 9.99 67.06 10.14 26.24 1493.82
7D 98.65 13.29 85.36 20.01 20.76 1356.36
8D 109.50 20.45 89.05 36.61 9.05 474.34

Table22: The R*-treequeryresult(0.01%queryrange).

Dimension| Total | Index Page | DataPage | Empty DataPage %P‘aage ResultSize
2D 4.53 2.17 2.36 0.04 78.14 181.29
3D 12.41 2.56 9.85 0.14 62.35 605.37
4D 28.40 5.14 23.26 1.35 40.40 885.07
5D 45.45 6.29 39.16 1.97 38.68 1438.42
6D 60.80 8.79 52.01 5.67 32.24 1493.82
7D 73.81 9.56 64.25 10.43 25.20 1356.36
8D 93.65 19.53 74.12 25.45 9.75 474.34

4.2 Performanceon Real Data Sets

Two real datasetsaretestedn this section.The longitudedimensionis assignedsthe X-dimensionandthelatitude
dimensionis assignedsthe Y-dimension,

The ®rst dataset(LA) containsthe streets(131,4612-D MBRSs) in Los Angeles. The whole areasize at the X
dimensionis 2783times of averagestreetlengthandwhole areasizeat Y dimensionis 3391timesof the average
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streetiength. The objects'sizedistribution at eachdimensionis illustratedin Figure19. At the X-dimension,92% of
the datas sizeat this dimensionis smallerthan g of thewhole areasize;4.94%of the datas sizeis between;zss

1000

and—2- of thewholeareasize;1.86%of thedatas sizeis between—2- and - of thewholeareasize.Only 1.16%

1000

of the datas sizeat X-dimensionis biggerthan

1000 1000

—_ of thewhole areasize. Thelabel "Big” in the ®gurerepresents

1000

the objectswhosesizeis biggerthan ﬁ of thewhole areasizeat the X-dimension.The datasizedistribution at the
Y-dimensionis similar to thedistribution at the X-dimension.
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Figurel19: LA LengthDistribution

The seconddataset(Tiger) containsthe MBRs of 556,696censusblocks (polygons)in lowa, KansasMissouri
and Nebraska.The whole areasize at the X dimensionis 1509times of averageblock size andthe total areasize
atY dimensionis 1587timesof averageblock size. The objects'sizedistribution at eachdimensionis illustratedin

Figure20.
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Figure20: Tiger LengthDistribution

4.2.1 TreeStructure

Tables23, 24 and 25 demonstratehe tree structureof the threeaccessmethodson differentdatasets. Figure 21
illustratesthe differencebetweenthe three methods. We have similar obserationson real datasets,as thoseon
syntheticdatasets.

1. ThehB-pitreehasmoredatapagegshanthe R*-tree becaus¢he hB-pi storeshekd-treein thedatapage which
requiresextraspace.ThehB-pi treewith MBRs hasmoredatapageghanthehB-pi treewithoutMBRs because
theformeronestoresthe pageboundaryin eachdatapage(®gure21(a)).

2. The hB-pi tree without MBRs haslessindex pagesthanthe R*-tree becausehe hB-pi tree only storesone
split attribute for eachsplit. The hB-pi treeandthe R*-tree have a similar numberof index pagesecauséehey
have a similar numberof datapagesandtheirindex entrysizeis similarin 2-dimensionaspacga kd-treenode
occupiessimilar spacesasa 2-D MBR). The hB-pi treewith MBRs hasmore index pagesthanthe R*-tree
becausg¢heformeronestoresbothkd-treeandMBRs insidetheindex pageg®gure 21(b)).
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Table23: The hB-pi treestructure(withouMBRS).

DataSet Data | DataPages| Utilization | Avg Nodes| Index Pages| Utilization | Avg Nodes
LA Streets | 130384 997 64.57% 1.58 8 62.40% 127.50
TigerCensus| 553077 4235 64.49% 1.56 37 57.31% 117.08
Table24: The hB-pi treestructure(withMIBRS).
DataSet Data | DataPages| Utilization | Avg Nodes| Index Pages| Utilization | Avg Nodes
LA Streets | 130384 1013 64.35% 1.57 21 64.10% 50.67
Tiger Census| 553077 4274 64.69% 1.56 93 61.15% 48.22
Table25: The R*-treestructure.
DataSet Data | DataPages| Index Pages
LA Streets | 130384 935 10
Tiger Census| 553077 4002 36
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Figure21: TreeStructure.
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4.2.2 Effect of SizeSeparation

We assumehat at most 1% of the dataof the whole datasetcanbe put into memory sowe choseseparatiorrates
0.004and0.006for the LA andTiger datasets. As it is illustratedin ®gure 22, the smallerseparatiorrate leadsto
a smallerqueryrange,which leadsto lesspageaccessesThe corvertedqueryrangewith a separatiorrate of about
0.001only requiresabout% of thepageaccessesf thecorvertedqueryrangewithout sizeseparatiorfseparatiomate
equalgo 1).
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Figure22: Separatiomateaffectsnumberof pageaccess

4.2.3 Query Performance

Tables26-28andtables29- 31 illustratethe queryresultsof differentaccessnethodson realdatasets. The meaning
of eachcolumnis the sameasthatin section3.2.2.

TheR*-treeoutperformghehB-pitreefor thesamedimensionahon-pointdatasety®gure23(a)and®gure25(a)).
The hB-pi treehasa comparablgerformanceo the R*-tree (®gure 23(b) and®gure 25(b)) becauséhe performance
differencesarebetweer?20%to 80%.

Figure 24(a)and®gure 26(a) presenthe changeof the emptydata page rate. As the dimensionincreasesthe
emptypagerateincreasesn all threeaccessnethods.The R*-tree hasmucha lower emptypageratethanthe hB-pi
tree.For onething, the R*-treeis a datapartitionaccessnethodwhich doesnot index the emptyspace Furthermore,
we arecomparingthe 4-D hB-pi tree (becausef corversionmethod)with the 2-D R*-tree. As expected the hB-pi
treewith MBRs hasaloweremptypageratethanthehB-pi treewithout MBRs. Figure24(b)and®gure26(b)illustrate
the necessarpageaccesgor threeaccessnethods.The R*-tree hasa higher datgatgag 5 ratethanthe hB-pi tree. One
interestingobsenationis: the MBRs storedin the hB-pi treemightbe not helpfulin somedatasets(®gure26(a)). The
hB-pi treewith MBRs might have a higheremptypageratethanthe hB-pi treewithoutthe MBRs (®gure 26(a)).

Table26: ThehB-pi treequeryresult(withoutMBRs, LA).

Size | Total | Index Page | DataPage | EmptyDataPage %Pta‘age ResultSize
1% | 30.16 2.49 27.67 6.38 70.31 1496.97
2% | 46.72 2.68 44.04 5.38 81.75 3160.31
3% | 63.93 2.98 60.95 6.18 88.74 4860.08
4% | 78.37 3.09 75.28 5.19 93.24 6535.29
5% | 92.99 3.18 89.81 5.15 98.04 8300.47
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#Page Access

Empty Page/Total Page

Table27: ThehB-pi treequeryresult(withMBRs, LA).

Size | Total | Index Page | DataPage | Empty DataPage %F}a‘age ResultSize
1% | 29.90 3.18 26.72 5.16 69.43 1496.97
2% | 46.35 3.63 42.72 4.05 81.73 3160.31
3% | 63.87 4.32 59.55 4.55 88.37 4860.08
4% | 78.67 4.77 73.90 3.80 93.23 6535.29
5% | 93.12 4.98 88.14 3.42 97.98 8300.47
Table28: TheR*-treequeryresult(LA).
Size | Total | Index Page | DataPage | Empty DataPage %F}aage ResultSize
1% | 18.59 2.65 15.94 0.30 95.71 1496.97
2% | 33.07 3.01 30.06 0.25 106.02 3160.31
3% | 47.20 3.22 43.98 0.21 111.04 4860.08
4% | 60.95 3.42 57.53 0.25 114.09 6535.29
5% | 75.37 3.70 71.67 0.25 116.22 8300.47
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Figure23: Queryresults(LA).
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Table29: ThehB-pi treequeryresult(withoutMBRs, Tiger).

O hB-pi tree(without
MBRs)

& hB-pi tree(with
MBRs)

Size | Total | Index Page | DataPage | EmptyDataPage | pomssge | ResultSize
1% | 81.51 4.03 77.48 11.93 85.01 5572.62
2% | 138.60 5.08 133.52 14.48 94.13 11205.04
3% | 194.70 6.12 188.58 18.25 97.53 16612.83
4% | 248.74 7.03 241.71 20.96 100.63 22214.95
5% | 305.77 7.73 298.04 23.07 103.12 28353.67
Table30: ThehB-pitreequeryresult(withMBRs, Tiger).
Size | Total | Index Page | DataPage | EmptyDataPage | gomssqe | ResultSize
1% | 91.07 7.65 83.42 13.68 79.91 5572.62
2% | 152.20 10.34 141.68 15.56 88.84 11205.04
3% | 210.21 12.50 197.71 19.75 93.35 16612.83
4% | 267.06 14.63 252.43 23.37 96.98 22214.95
5% | 328.66 16.69 311.97 26.04 99.16 28353.67
Table31: The R*-treequeryresult(Tiger).
Size | Total | Index Page | DataPage | EmptyDataPage %P‘aage ResultSize
1% | 51.17 2.66 48.51 0.25 115.47 5572.62
2% | 95.95 3.12 92.83 0.28 121.07 11205.04
3% | 137.68 3.67 134.01 0.31 124.25 16612.83
4% | 181.85 4.28 177.57 0.34 125.35 22214.95
5% | 228.21 4.98 223.23 0.38 127.23 28353.67
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Figure25: Queryresults(Tiger).
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Figure26: Queryresults(Tiger).

5 Conclusionand Futur e Work

Fromthe extensive experimentakesultspresentedhn the previous sectionswe canhave thefollowing conclusions.

For the point dataset,the hB-pi treeandthe R*-tree have the following differences:

. ThehB-pi treeusedessstoragespacehanthe R*-tree. The hB-pi treehaslessindex pagesanddatapageghan
the R*-tree. For the datapage,storingpointsasMBRs in the R*-tree wasteghe storagespace.For the index
page thehB-pi treeonly storesonesplit attribute andis insensitve to the dimension.

. Theupdatecostof the hB-pi treeis lower thanthe R*-tree. The R*-tree's reinsertoperationis expensve.

. Thereis notary overlapin theindex pageof the hB-pi tree. Thereareoverlapsamongthe index entriesof the
R*-tree.

. The hB-pi treehasa betterperformancehanthe R*-tree for real datasetsandthe syntheticdatasets(include
high dimensionatatasets).

. ThehB-pi treehasbetterconcurreng andrecovery algorithms.
For thenon-pointdataset,the hB-pi treeandthe R*-tree have the following differences:

. ThehB-pitreehaslessindex pageghantheR*-tree. TheR*-tree haslessdatapageghanthehB-pi treebecause
the hB-pi treestoreghekd-treein the datapage.

. Theupdatecostof the hB-pi treeis lower thanthe R*-tree. The R*-tree's reinsertoperationis expensve.

. Thereis notary overlapin theindex pageof the hB-pi tree. Thereareoverlapsamongthe index entriesof the
R*-tree.

. The hB-pi treehasa comparablgerformanceo the R*-tree for real datasetsandthe syntheticdatasets(in-
cluding high dimensionatatasets).

. ThehB-pi treehasbetterconcurreng andrecovery algorithms.

The hB-pi tree (andall the otherkd-treebasedaccessnethods)ndex the whole spaceno matterwhetheror not

thereis ary datain somesub-spacesindexing the empty space(i.e. without datainside)leadsto emptydata page
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accessesAs the dimensionincreasesmore and more emptydata pageswill be accessedFor example,if the data
setscontains100,000uniform distributed points and the query rangeis 0.01%of the whole space the emptydata
pagesaccounffor 2% of thetotal pageaccessefr 2-D pointsandaccountgor 50%of thetotal pageaccessefor 8-D

points. To make the situationevenworse,it hasbeenobsenredthatthe realdatain high-dimensionaspaceis highly

correlatedandclusteredandthatthe dataoccupiesonly somesubspacesf thewhole space.ln orderto improve the
performancef hb-pitreein therangequery we neecdto proposea new hB-pitree. Thedesirablgoropertiesof thenew

hB-pi treeare:

1. Thenew hB-pitreeshouldbeableto indicatethe emptyspace More ideally, it shouldalsobeableto ef®ciently
handlethe sparespacewhich containsonly a few objects.

2. The nev methodshouldbe insensitie to the increase®f the dimension. For example,in the LSD "-tree[7]
paperHenrichproposeshe CADR (CodedActual DataRegion) methodto indicatetheemptyspaceput CADR
is sensitve to thegrowing dimensionality

3. The goodconcurreng propertyin the original hB-pi tree shouldbe presered becauseoncurreng is one of
mostimportantissuesn thereal DBMS systems.

4. Thenew hB-pi treeshouldadaptwell to differentdatadistribution.

5. Thenew hB-pi treeshouldbe a dynamicindex method.
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