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Abstract

Sortingandjoin aretheheartof mostdatabaseoperations.For
mainmemorydatabases,thetwooperationsare memorybounded
not CPU. Especiallythecommonstepin bothof them,record re-
trieval, causesa lot of randommemoryaccesses.

Wepresenta new algorithmfor fastrecord retrieval, distribute-
probe-gather, or DPG. DPG is a cacheconscioustwo passalgo-
rithm for the main memoryrecord retrieval problem. DPG has
importantapplicationsbothin sortingandin joins. Currentmain
memorysortingalgorithmssplit their work into threephases:ex-
tractionof key-pointerpairs; sortingof thekey-pointerpairs; and
copyingof theoriginal records into thedestinationarray accord-
ing the sorted key-pointer pairs. The last phaseis essentially
record retrieval andit dominatestoday's sortingtime. Hence, the
useof DPGin thethird phaseacceleratesthespeedsof theexisting
sortingalgorithms.

DPGalsoprovidestwonew join methodsfor foreignkey joins,
DPG-move join and DPG-sort join. DPG algorithm is applied
twicein thenew join methodsto overcomethememorybottleneck:
batch lookupin B+ treeindexesto constructthe join triples and
join tworelationswith join triples. Theresultingjoin methodswith
DPG are fasterthanother join methodsthat do not usethe index
on theforeignkey, becauseDPG join is cacheef�cient andat the
sametimeDPGjoin eliminatesthetimefor sortingor for hashing.
Theideaspresentedfor foreign key join can also be extendedto
fasterrecord pair retrieval for spatialandtemporal databases.

According to our experimentalresults,whenDPG is applied:
theexistingsortingalgorithmscanbeimproved30%andour new
DPG join algorithmsis up to 2 timesfasterthantheexisting join

algorithms.

1. Intr oduction

Two importantdatabaseoperationsaresortingandjoins. These
operationshavethreeprimaryhardware-relatedcosts:diskaccess,
CPU operation,andmain memoryaccess.The growth of main
memoryin currentcomputersimpliesthatmainmemorydatabases
becomemorepopular. For mainmemorydatabases,thebottleneck
is in mainmemoryandthecostfor disk accessis notanissue.

Further, thegrowing CPU-memorygapimpliesthatCPUcosts
representanincreasinglysmallportionof thetotal time. This has
beenshown by severalstudiesof DBMSs[2, 5, 16, 29]. The im-
pact of the CPU-memorygap was popularizedby the paperof
Wulf andMcKee[30] on thememorywall.

The diminishingrole of the CPU in the total runningtime is
partially accountedfor by increasingCPUspeedsandgreateron-
chip functionalparallelism. In part, it is alsoaccountedfor be-
causemostCPUstodayimplementnon-blockingcachesandhard-
wareprefetchin orderto overlapCPUexecutionwith memoryac-
cess[13]. Hence,memoryaccessbecomesthebottleneck.There-
fore,we follow theexampleof previousresearchers[2, 7, 18,19,
20,28] in concentratingon mainmemoryasthebottleneck.

At theheartof thismemorybottlenecklies therecord retrieval
problem: theproblemof copying recordsfrom a sourcearrayinto
adestinationarrayaccordingto anew ordering.In a typicalappli-
cation,onewill be given a sourcedata�le, a sequenceof record
ids (rids) for that data�le, anda destination�le. The task is to
copy thesourcerecordsinto thedestination�le in theorderspec-
i�ed by the sequenceof rids. Fast recordretrieval is the key to
fastersortingandfasterjoins.

A standardapproachfor dataretrieval accessesthe recordsof
thesourcedata�le directly accordingto thesequenceof therids.
This impliesrandomaccessto themainmemory. This, for exam-
ple, is whatwasdonein AlphaSort[23] andSuperScalarSort[1],
thecurrentrecordholdersfor theDatamationsortingchallenge[3].



However, the cost of suchrandomaccesshasnow becomethe
dominantcost in main memorysorting,sincethe CPU-memory
gaphaswidenedstill further sincethe original work on sorting.
(In fact,AlphaSortandSuperScalarSortsortdataon disk, but the
sizeof the data�le, 100 MB, is small enoughthat the disk ac-
cessconsistssolelyof readingthesourcedata�le from disk, and
writing to a destinationdata�le.)

Randomaccessis harmful not just in disk residentdatabases,
but alsoin mainmemoryresidentdatabases.CurrentDRAM tech-
nologies,suchasDDR RAM andRambus RAM (RDRAM), ex-
tractalargelatency penaltyfor any non-sequentialaccessto RAM.
This is becausethememorychipsaredividedinto memorypages
of severalkilobytes,andthereis a latency penaltyfor switchingto
anew memorypage[15, 21].

Randomaccessto RAM alsoharmsperformancein a second
manner. Randomaccessincursa heavy penaltywhenlargecache
blocksareused.Ona cachemiss,theentirecacheblock is loaded
into memory. If the recordsize is small comparedto the cache
block size,thenthereis a largeoverheadto load theentirecache
block. For example,for a cachemisson a Pentium4 with DDR-
266RAM, approximately60nsarespentloadingthecacheblock,
andapproximately60 nsarespentwaitingon thelatency of DDR
RAM. The trendis toward largercacheblocks. The128byteL2
cacheblocksof thePentium4 arefour timeslarger thanthoseof
thePentiumIII. TheIBM Power4processorgoesstill furtherusing
512byteL3 cacheblocks.

Thesolutionto avoid theselatency penaltiesin mainmemory
is to accessmain memorysequentially. This is similar in spirit
to theway in which traditionaldatabasesstronglypreferto access
disk sequentially. In analogywith operationon disk, two-passal-
gorithmsarea key for fastermainmemoryperformance.

TheDPG-basedtwo passsortingalgorithmsimmediatelyyield
fastersorting algorithms. Both AlphaSortand SuperScalarSort
sorttheirdataessentiallyin threephases:extractionof key-pointer
pairs; sortingof the key-pointerpairs; andcopying of the origi-
nal recordsinto thedestinationarrayaccordingto thesortedkey-
pointerpairs.Thelastphaseis essentiallyrecordretrieval.

A re-implementationof AlphaSortandSuperScalarSorton a
IBM p690Turboshows that the recordretrieval phasenow dom-
inatestherunningtime. With theDPGrecordretrieval algorithm
replacingthestandardrecordretrieval algorithm,we immediately
producea fastersorting algorithm. In the re-implementationof
SuperScalarSort,theversionswith DPGasanacceleratorare30%
faster.

A direct consequenceof fasterrecordretrieval is fastermain
memorysort-merge joins. For example, in implementingsort-
merge join using SuperScalarSort,we �nd that the useof DPG
sort insteadof SuperScalarSortresultsin a 30% fasterjoin algo-
rithm. TheDPG recordretrieval phasein isolationis 48% faster
thantraditionalrecordretrieval algorithm.

Finally, we apply theDPGalgorithmin thecontext of foreign
key joins. In a foreign key join the join key is the sameas the
foreignkey. we assumethatonerelationhasansecondaryindex
onthejoin key. Foreignkey joinshavetheadvantagethatoneneed

only rearrangetherecordsof oneof the�les. This is in distinction
to sort-merge join andhashjoin, which both requireto rearrange
eachof thetwo �les into a new �le with join key valuesin sorted
order.

Foreignkey joinsrequirelessrecordretrieval becauseit is pos-
sible to �rst extract join triples, (

�

, ����� � , ����� � ), where � and
� arethe two relationsand

�

is the join key value. Assumethat
� referencesa foreignkey of � . To constructa join triple, do �le
scanof � , for eachrecordof � , its key

�

is extracted.Thesec-
ondaryB-treeindex of thejoin key on � is thenusedto derive the
correspondingrecordid, ����� � , with thekey value

�

. Thestan-
dardindex lookupis very expensive, we proposea cacheef�cient
B-treebatchlookupto generatethejoin triples.

Jointriplesreduceforeignkey join to recordpair retrieval. The
join triples specify the record pairs, ( ����� � , ����� � ), to be re-
trieved. Onecanre-orderthe recordsof � to matchtheordering
of ����� � in the sequenceof recordpairs. Recallthat, we do �le
scanfor � , so �	��� � s in thejoin triplesarein sortedorder. Alter-
natively, onecansort the join triplesaccordingto �	��� � , andre-
ordertherecordsof � to matchtheorderingof �	��� � in thesorted
rid pairs. In eithersituation,therearefewer recordretrievals,and
soforeignkey join is 2X fasterthana generaljoin.

The ideasof fasterrecordretrieval canalsobe appliedto the
generalcaseof recordpair retrieval. Many algorithmsfor spatial
join [4, 24] andtemporaljoin [25] producerecordpairs. Unlike
equijoin, thereis no singlesearchkey, andso recordretrieval is
moredif�cult. The ideasof this paperaredescribedin termsof
foreignkey join. However, it is evensimplerto translatetheideas
into recordpair retrieval, sincean initial join triple extraction is
not required.

2. Distrib ute-Probe-Gather

The distribute-probe-gatheralgorithm (DPG) is a recordre-
trieval algorithm. Given a data�le of recordsanda sequenceof
recordids (rids) for the �le, thegoal is to copy therecordsinto a
destination�le with thepropertythattheorderingof recordsin the
destination�le correspondsto theorderingof therids in thegiven
sequence.

For example,let thesource�le, � , bethearrayof recordswith
a secondaryB+ treeindex on the attribute 
 . We want to place
therecordsof � in sortedorderaccordingto thevaluesof 
 . The
sequenceof recordids, � �	��� , at leaf nodesof theB+ treeis a list
of recordids in sortedorderaccordingto thevalueof A. Then,the
destination�le, � , below, will containthecorrespondingrecords
in sortedorderaccordingto thevalueof 
 .

for each i, D[i] = R[S rid[i]]

The sequenceof rids is a permutationof the rids for the data
�le. Hence,thesequenceof rids actsasa permutationvector. The
destination�le is thena permutationof the recordsin the input
�le.

Note,however, thattheDPGalgorithmis not limited to permu-



tationsof data. In the caseof join, onerecordfrom onerelation
maymatchmorethanonerecordsfrom anotherrelation. In such
casesportionof theoriginal recordsmustbeduplicated.TheDPG
algorithmalsoworksfor this case.

2.1 Algorithm

Let 
�� (CACHE_SIZE/2)/sizeof(record)
Let ��� total number of records
Let NUM_RUNS� ����


Input: integer RID_LIST[N],
record INPUT[N];

Output:record OUTPUT[N];
Internaluse:integer RID_RUN[NUM_RUNS][],

record INTERNAL[NUM_RUNS][];

//Phase I: Distribute RID_LIST array into runs
// with each run of length 


For each rid, � , in RID_LIST do �

Set run num � ������
�� ;
Append � to RID_RUN[ run num];

�

//Phase II: Probe partitions of INPUT
For � = 0, ..., (NUM_RUNS-1) do �

Read into memory all records from
INPUT[ ���! �
 ] to INPUT[ �"�$#&%(') �
+*,% ];

For each rid, � , in RID_RUN[ � ]
Append INPUT[ � ] to INTERNAL[ � ];

Write out INTERNAL[ � ] to disk;
�

//Phase III: Gather records from INTERNAL
// into OUTPUTin same order as RID_LIST[]
For each rid, � , in RID do �

Set run num � ������
�� ;
Read next record from INTERNAL[ run num];
Append record to OUTPUT;

�

Figure 1. Distrib ute­Pr obe­Gather (DPG) Al­
gorithm

Thekey ideaof thealgorithmis to avoid randomaccessto main
memory. Accordingly, just as two-passexternal sort algorithms
areusedfor disk, a new algorithm,making two passesover the
data�le.

The input for the algorithm is: a list of rids, �.-$� /0-1�32 ,
anda data�le of records,-$4�576�2 . The DPG algorithmparti-
tionstherids, �.-$� /0-1�82 , into severalruns.It alsopartitionsthe
datarecords,-$4�576�2 , into thesamenumberof runs. Thealgo-
rithm makestwo passesover therecordids, �.-$� /9-1�82 , andtwo
passesover therecordsof thedata�le, -$4�576�2 .

Theideasarepresentedin thecontext of mainmemorydatabases.
We assumethat both the sequenceof rids, �.-$� /9-1�82 , andthe
data�le, -$4+576�2 , �t in memorybut not in cache.TheDPGalgo-
rithm appliesequallywell asan externaldataretrieval algorithm
betweendiskandmainmemory.

The spirit of the DPG algorithmis: try to transformarbitrary
memoryaccesspatternsinto sequentialmemoryaccesspatterns;

wherearbitrarymemoryaccesspatternsareunavoidable,thendi-
vide thedatainto smallpartitionsthat�t into thecache.

Thr eePhases:Therearethreephasesin the DPGalgorithm.
The threephasesarealsoillustratedby pseudo-codein Figure 1
andby thediagramof Figure2.

1. PhaseI. The�rst phaseis theDistributephase.Therids in
�.-$� /9-1�82 aredistributed into appropriateRID runsac-
cordingto thevaluesof therids. The�rst RID run contains
therid valuesrangingfrom : to ;�/=<?>A@ , thesecondRID run
containstherid valuesrangingfrom / to B	/C<D> , andsoon.
Theconstraintsof / will bediscussedlaterin section2.1.1.

At the end, we form 4FE	/ RID runs andeachRID run is
a permutationvector. For example,the � -th RID run is a
permutationvectorwith valuesrangingfrom �HGI/ and ;J�LK

>A@MGN/O<P> .

Theaccessto every RID runandtheaccessto �Q-$� /0-1�82

arebothsequential.Totally, 4RE	/.K+> buffersaremaintained
in cacheduring this phase.A buffer in cachefor eachRID
run (totally 4FE	/ RID runs). A singlebuffer in cachefor

�.-$� /9-1�82 . Detailsfor maintaininga buffer in cacheare
discussedlaterin section2.1.1.

2. PhaseII. The secondphaseis the Probe phase. In this
phase,asecond,temporarydata�le, -$4S2QTU�V4�
Q/ , is allo-
catedin mainmemory. Thetemporarydata�le hasthesame
sizeastheoriginaldata�le, -$4�576�2 , andis organizedinto

4RE�/ runs. Therunsof therids, the runsof -$4�576�2 , and
therunsof -$4S2QTU�V4�
Q/ areproceededin triples.Therids
from the � -th RID run areusedto probethe � -th -$4�576�2

run; thecorrespondingrecordsarethencopiedinto the � -th
-$4S2QTU�V4�
./ run.

At the end, the � -th -$4S2QT7�.4�
./ run containsthe same
recordsas the � -th -$4�576�2 run, but the order of records
in the -$4?2.TU�V4+
./ run is organizedaccordingto the � -th
RID run. Both the � -th RID runandthe � -th -$4S2QTU�V4�
Q/

run areaccessedsequentially. The � -th -$4+576�2 run is ac-
cessedrandomly, but it can�t in cache.Hence,every time,

� -th -$4�576�2 run is entirely loadedinto cache�rst. Two
buffers aremaintainedin cacheduring this phase:onefor
the � th RID run and the other for the � -th -$4S2QTU�V4�
Q/

run.

3. PhaseIII. The third phaseis theGatherphase.This is an
inverseof the Distribute phaseandis similar to the merge
phaseof externalsorting. In the Distribute phase,the rids
weredistributedinto runs. As a resultof the Probephase,
the recordsin a given -$4S2QTU�V4�
./ run are now in the
sameorderastherids in thecorrespondingRID runcreated
in PhaseI. Hence,it suf�ces to gather(merge) the records
from the -$4S2QTU�V4�
Q/ runsin exactly the sameorderas
theorderof therids in �.-$� /9-1�82 . More precisely, if the

� -th rid wasdistributedto the W -th RID run during theDis-
tributephase,thenat the � -th stepof theGatherphase,the
next recordfrom theW -th -$4S2QTU�V4�
Q/ runis copiedto the
destination�le. Totally 4RE�/,KXB buffersaremaintainedin
cache:onesinglebuffer for �.-$� /9-1�82 , onesinglebuffer
for thedestination�le, andabuffer for each-$4S2QTU�V4�
Q/

run.



For a sequentialaccesspattern,it is easyto maintaina buffer
in cache. In the DPG algorithmwe needto readmany streams
simultaneously, andmaintaina buffer for eachstream.Hence,we
wantto keepthebuffer assmallaspossiblewhile maintainingrea-
sonableef�ciency. We de�ne a buffer in cacheto consistof two
cacheblocks.Whenacacheblockis full, it is writtenbackto main
memoryanda new cacheblock is loadedfrom mainmemoryinto
cache.On Pentium4, this is doneautomaticallyby thehardware
prefetchfunctionunit if theaccessto mainmemoryis sequential.
Onotherarchitectureswithoutthehardwareprefetchfunctionunit,
thesoftwareinstructions,Y�ZL[�\^]�_ and̀a�cb�ZLb�d!Ye_afHd!g , areneededto
maintainthebuffers.

2.1.1 Constraints of / :
Thedatarecordsandrids aresplit into runsof length / . Therun
length / is chosenbasedon two constraints.First, thecachemust
be able to simultaneouslyhold both one run of datarecordsof
length / andonesinglebuffer for the correspondingrun of rids.
(This constraintappliesin thesecondphaseof DPG.)Second,the
cachemustsimultaneouslybe ableto hold a buffer for eachrun.
(This constraintappliesin the�rst phaseandin thethird phaseof
DPG.)Theseconstraintsaretypicalof theconstraintsfor two-pass
algorithms,suchasexternalsorting.

If the data�le has 4 records,thenthe data�le is partitioned
into 4RE�/ setsof consecutive records.Assuminganrid consistsof
a pageid andoffset on that page,the high orderbits of thepage
numbercanbeusedto ef�ciently identify theparticularpartition
to whichtherid belongs.Thisassumesthatthenumberof pagesin
apartitionis apowerof two, whichcanbesatis�edby appropriate
choiceof / . For thesake of clarity, we assumetherids valuesare
in therangeof : and ;�4h<i>A@ .

2.2 Example

TheDPGalgorithmis presentedmoreformally in pseudo-code
in Figure1. The input of thealgorithmis anarray, �Q-$� /0-1�82 ,
of rids (recordids) anda data�le, -$4�576�2 , of records.Thede-
sired j76�2Q576�2 containstherecordsfrom -$4+576�2 in theorder
correspondingto �Q-$� /0-1�82 . TheDPGalgorithmcanbeimple-
mentedwith severalpipelines.Theability of takingadvantageof
pipeliningis animportantfeaturefor sortingandjoins.

The threephasesof the DPG algorithm are illustratedby an
examplein Figure2. The input in this exampleis the leaf nodes
of a secondaryB+-treeindex. Theinput contains12 key-rid pairs
sortedaccordingto the key values. The numberof the runsis 3
andthesizeof eachrun is 4. Theoutputis a sequenceof records
sortedaccordingto the key valuesof the secondaryindex. The
outputwill eitherbestoredagainon disk or elsepipelinedto the
next stage.

The letters g , k , Y , ... areusedto indicatethe sortedkeys on
theleafnodesof theindex. So( g , 5) indicatesthattherecordwith
therid valueof 5 hasa key valueof g . The�rst two rows arefor
PhaseI, the next threerows are for PhaseII, and the following
threerows arefor PhaseIII. The horizontalrectangleof the �rst
row representsa sequenceof key-rid pairssortedaccordingto the
key values.Thesecondrow representstherunsof rids into which
the rids in the �rst row aredistributed. Similarly, the third row

againrepresentstherunsof rids, but now aspartof PhaseII. The
fourth row is thepartitionedrunsof input records,andsoon.

DuringPhaseI , thesequenceof key-rid pairssortedaccording
to the key valueswill be distributed into appropriateRID runs.
The �rst RID run will containrid valuesrangingfrom 0 to 3, the
secondRID run will containrid valuesrangingfrom 4 to 7, and
the third RID run will containrid valuesrangingfrom 8 to 11.
Uponproceedingthesequenceof pairsfrom the�rst row, therids
areplacedin properruns. For example,the rid 5 is placedinto
thesecondRID run, the rid 7 is placedinto thesecondRID run,
the rid 3 goesto the �rst RID run, andso on. The third row in
the �gure presentsthe endof PhaseI. In this phase,onedoesa
sequentialreadonthe �Q-$� /0-1�82 andasequentialwrite oneach

�.-$� �U6.4 s.

DuringPhaseII , therecordsin -$4�576�2 areprobedandcopied
to thetemporarydata�le, -$4S2QT7�.4�
./ . Theinput to thisphase
is the third row andthe fouth row. Theoutputis the �fth row. In
thethird row, the � th RID run hasrid valueswhosecorresponding
recordsarestoredin the � th -$4�576�2 run. For example,the �rst
RID run consistsof all the rids whosecorrespondingrecordsare
storedin the �rst -$4�576�2 run. Beforeproceedingthe � th RID
run, the � th -$4�576�2 runsis loadedinto cache.Two buffers are
maintainedin cache.Oneis for the � th RID run andthe otheris
for the � th -$4S2QTU�V4�
Q/ run. For example,beforeproceeding
the �rst RID run, the �rst -$4�576�2 run is loadedin cache.Then
boththe�rst rid with value3 in the�rst RID runand -$4�576�27l mAn

arein thecache.Then, -$4�576�27l m�n is copiedto thebuffer main-
tainedin cachefor the�rst -$4S2QTU�V4�
./ run,andsoon. At the
endof PhaseII, therecordsin the�rst -$4�576�2 runwith key val-
uesin thesequenceof i, l, f, c arereorderedasrecordsin the�rst

-$4S2QTU�V4�
Q/ run with key valuesin the sequenceof c, f, i, l.
Thereorderingis doneaccordingto thepermutationspeci�ed by
the�rst RID run,3, 2, 0, 1.

DuringPhaseIII , theoriginalrid sequencein thelist of key-rid
pairswill beusedtogather(merge)recordsfromall -$4S2QTU�V4�
./

runs.For example,uponreading5, therecordpointedby thecur-
sor of the second-$4S2QTU�V4�
./ run is gathered andthe cursor
is increased;uponreading7, the recordpointedby the cursorof
the second-$4S2QT7�.4�
./ run is gathered and the cursoris in-
creased;upon reading3, the recordpointedbythe cursorof the
�rst -$4S2QT7�.4�
./ run is gathered; uponreading8, the record
pointedby thecursorof the third -$4?2.TU�V4+
./ run is gathered
, andso on. For this phase,a buffer for the key-rid list, a buffer
for j76�2Q576�2 andabuffer for each-$4?2.TU�V4+
./ runaremain-
tainedin cache.

2.3 Data Skew

TheDPGalgorithmimplicitly assumethat the input sequence
of ridsis distributeduniformly amongthesetof all ridsof theinput
data�le. This is alwaysthecasewhenDPGis appliedto retrieve
recordsafter sortingkey-pointerpairs. The key-pointerpairsact
asa permutationvector to permutethe recordsin the input data
�le.

If the input sequenceof rids is not uniformly distributed,then
someRID runswill be larger thanotherruns. As a consequence,
in PhaseII, a -$4S2QTU�V4�
./ run may be larger thanthe sizeof
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Figure 2. Distrib ute­Pr obe­Gather (DPG): see also the pseudo­code in Figure 1

thecache.If only a few of the -$4S2QTU�V4�
Q/ runsarelargerthan
cache,theoverall performanceis notgreatlyaffected.

If theextentof thedataskew isgreat,many of the -$4S2QTU�V4�
Q/

runsarelarger thancache.Thenthe 4FE	/ partitionsof the input
sequenceof rids mustbe chosenon someotherbasisother than
the high orderbits of the pagenumber. The dataskew handling
techniquesproposedby DeWitt et al. [10] canbeapplied.Theso-
lution, reformulatedin our context, is to sampletherids from the
rid sequence.Thesampledsetof rids is thensorted,andpartition
boundariesfor theRID runsaredecidedby evenlypartitioningthe
sampleset.

3. Sorting

As discussedin theintroduction,DPGactsasanacceleratorfor
many mainmemorysortingalgorithms.Recallthatmainmemory
sortingalgorithmstypically proceedin threephases:

1. extractionof key-pointer;

2. sortingof thekey-pointerpairs;and

3. copying of theoriginal recordsinto thedestinationarrayac-
cordingto thesortedkey-pointerpairs.

AlphaSort[23] andSuperScalarSort[1] areexamplesof this
three-phasesortingparadigm.Bothsortingalgorithmscanbecon-
sideredasmainmemorysortingalgorithms.

In principle, thesortingalgorithmsaresingle-passdisk-based
sorting algorithms. Both sorting algorithmswere introducedas
an answerto the DatamationSorting Challenge[3]. The Data-
mation challengedictatesthat one is given one million records
of 100 bytes. Eachrecordhasa 10 byte key. The keys areuni-
formly distributed. At the time of theDatamationChallenge,ex-
ternalsortingalgorithmswererequired.Ontoday'scomputers,the
data�le of 100MB easily�ts in mainmemory.



Hence,the only disk-relatedportion of the DatamationChal-
lengeis to overlapdisk I/O with CPUoperation.Disk stripinghas
thepotentialto providevery fastdisk I/O. Thisoccursbecausethe
disksareaccessedin parallel.In this situation,mainmemorydata
retrieval becomesthebottleneck.

TheDPGalgorithmpushesbackthismainmemorybottleneck.
By applyingDPGat thethird stepfor datamovement,the largest
costof mainmemorysortingis reduced.We have reimplemented
themainmemoryportionof SuperScalarSort,bothwith andwith-
outDPG.

4. Join Methodswith DPG
4.1 Sort­MergeJoin with DPG Sort

The well-known Sort-Merge join was introducedby Blasgen
andEswaran[6]. Thereare two stepsin Sort-Merge joins: sort
two relationson the join key andscanthesortedrelationsto do a
mergeon thejoin key. Applying DPGsortat the�rst stepprovids
a new fastersort-merge join method,Sort-Merge join with DPG
Sort. In the future we distinguishdifferentsort-merge joins ac-
cordingto thesortingmethodsused.For example,sort-mergejoin
with SuperScalarSortmeansthatat the �rst stepSuperScalarSort
is appliedto sorttwo relations.

4.2 ForeignKeyJoin with DPG

We next considerjoins in which one of the relationshasan
index andthatindex correspondsto thejoin key. We denoteby �

a non-indexed relation.We denoteby � anindexedrelation.The
notationis motivatedby the exampleof a foreign key join. In a
foreign key join, the join key is thesameasthe foreign key. So,
the join key is a setof attributesin the relation � that refersto a
foreignkey from relation � .

4.2.1 Constructionof Join Triples
The simplestsolution for a foreign key join is to do a �le scan
of � , andfor eachrecordof � to extract the join key anddo an
index lookupin theindex of � . Onecanthenjoin therecordof �

with thecorrespondingrecordof � . This involvesrandomaccess,
andis economicalonly if the join producesvery few records.In
particular, this will bethecaseonly if thenumberof recordsof �

is small.

A bettersolutionis to do a �le scanof � , andto usetheindex
on � to createjoin triples. A join triple is a triple (

�

, ����� � ,
����� � ), suchthat

�

is a key value, ����� � is the rid of a record
from � with key

�

, and �	��� � the rid of a recordfrom � with
key

�

. To constructthejoin triples,onescanstherelation � . For
eachrecordof � , oneextractsthecorrespondingrid andassociated
join key

�

. Onethenlooks up the key
�

in the index of � . The
index lookupyieldsthe�nal elementof thetriple, �	��� � .

Notethatthejoin triple is constructedat thecostof a �le scan
of � andanindex lookupin theindex of � for eachrecordof � .
Usuallyan index on a data�le is muchsmallerthanthe full data
�le. If the index �ts entirely in cache,thenthe index lookupwill
besigni�cantly cheaperthanthe�le scan.

Unfortunately, the indexes in many main memorydatabases
generallydo not �t in cache. In suchcases,the index lookup
in the index of � will dominatethe costs. For example, in a
B+ treeindexing 4 records,if an internalnodehas o children,
then prqcs o+4 nodesof theB+ treemustbeaccessed.Eachsuch
accesswill bea randomaccessin mainmemory. Most of theran-
dom accessesimply a cachemiss. The costof so many random
accessesmakesa naive index lookup uneconomical.Even if the
index is a hashindex, at leastonerandomaccessin memorywill
berequired.

4.2.2 Batch Lookupin Indexes
Luckily, it is possibleto executethe index lookup fasterthanthe
above analysiswould indicate.This is becausetheconstructionof
the join triples requiresmany index lookups,with no intervening
recordaccesses.For purposesof join triple construction,batch
lookupof keys in an index suf�ces. By batchlookup,we assume
that an array of join keys is �rst extractedby scanningthe data
�le of � . Thebatchlookup thenproducesanarrayof rids for �

throughtheuseof theindex on � . Weshow thattheindex lookups
canbereorganizedinto a two-passalgorithm.Two suchtwo-pass
algorithmsaredemonstrated:onefor B+ treeindexes,andonefor
hashindexes.

Notethatbatchlookupof rids in anindex canbesubstantially
fasterthanindividual lookup. RaoandRosshadpreviously dis-
cussedcacheconsciousindexesfor mainmemory[26]. Therethey
presentCSS-trees,which have bettercachebehavior thaneither
B+ treesor hashindexes.However, they only considerindividual
lookupof keys in anindex, oneat a time. In their scenario,a sec-
ondkey is not lookedupuntil theindex lookupof the�rst key has
beenresolved.

4.2.2.1 Batch Lookup in B+ TreeIndexes
For simplicity, we describethe two-passlookup for an enhanced
B+ tree. Thenotionof enhancedB+ treewasintroducedby Rao
andRoss[26]. Theideais thatall slotsof aB+ treenodeareused.
This is similar to compactB-Trees[8] or to the ISAM method
introducedby IBM [12]. In the context of a generalB+ treethis
canbe accomplishedby maintainingupdatesto the B+ treein a
separateindex, andthendoinga batchupdateby reorganizingthe
B+ tree.For brevity, we will sometimesreferto B+ tree,although
in all cases,anenhancedB+ treeis intended.

Assumethatweareexecutinga�le scanof � with thepurpose
of constructingthejoin triples. We collecta sequenceof keys for
a relation � , andwe wish to carry out a batchlookup in the en-
hancedB+-tree.We assumethattheB+ treedoesnot �t in cache.
Ourgoalis atwo-passalgorithmwhichwill ef�ciently accomplish
batchlookup.

Assumethat theB+ treehas o entriespernode.Assumethat
the B+ tree indexes 4 records. Then thereare prqcs o+4 levels.
Assumefurther that the �rst ;Jprqcs o+4t@uEcB levels (the top half of
theB+ tree)�t in cache.For owvxB , the top half of thetreehas
approximatelyo&yrz {u| }I~€•‚•„ƒ?…‡† 4 slots. For example,if there
are 4ˆ…�>�:c‰ records,thenthereare32,000slots,whichclearly�t
insidecache.

The strategy is a two-passstrategy. In the �rst pass,oneper-



Figure 3. B­Tree (Each smaller triangle repre­
sents a subtree that �ts in cache.)

forms a lookup of eachkey, but only using the top half of the
B+ tree.As shown in Figure3, eachleafof thesubtreecomprising
this upperhalf canbe consideredasthe root of a secondsubtree
comprisingnodesin thelowerhalf of theB+ tree.Thus,at theend
of this �rst pass,a key canbeassociatedwith a leaf of theupper
subtree,which is alsoaroot of oneof thelower subtrees.

After the �rst pass,onecanassociateeachkey with a subtree
within the lower half of the B+ tree. So, in thesecondpass,one
loadsasubtreefrom thelowerhalf. Onethencontinuesthelookup
for all keysassociatedwith therootof thesubtreein thelowerhalf.
At theend,onethenhasa sequenceof keys andrids.

If onewishesto have thekeys in thesameorderastheorderof
theoriginal rids, thenthis canalsobearranged.In this case,one
extendsthepreviousscenarioto usetheDPGalgorithm.

The �rst phaseof the DPGalgorithmis to distribute thekeys
into runs. In the initial lookup of a key in the �rst half, it was
associatedwith a root of a subtreein the �rst half. Theparticular
rootof asubtreeidenti�es therun into which thekey is copied.

The secondphaseof the DPG algorithm is to usethe key to
probetheindex, in orderto �nd therid. Onecompletesthelookup
of all keys in a run associatedwith a particular subtreeof the
B+ tree,beforeproceedingto the next subtreein the lower half.
Theresultingrids arestoredin a temporarypartitionor run. This
is exactlywhatwasdescribedearlier.

Finally, the third phaseof theDPGalgorithmgathers therids
into a destinationarray in the sameorderas that of the original
keys. Hence,we have completeda batchlookupof thekeys, and
returnedanarrayof rids in thesameorderasthatof the original
keys.

4.2.2.2 Batch Lookup in Hash Indexes
Batchlookupof hashindexesalsoproceedsin two passes.Weas-
sumethatthehasharrayof thehashindex storesateachhashentry
onekey-rid pair. A secondhasharrayassociatedwith the index
storespointersto over�ow key-rid pairsthatwould have collided
with anoccupiedslot in the�rst hasharray.

Thetwo-passlookupfor hashindexesproceedsin averysimple
manner. We extractthesequenceof keys from � . As thekeys are
extracted,the hashvaluesare computed. Thosekey-hashvalue
pairs are saved in an array in an order correspondingto the rid
orderof � .

It now suf�ces to apply the DPG algorithm. The hasharray
is partitionedinto setsof / hashslots. In the distribute phase,
the hashvalueactsasan index into the hasharray. Hence,this
becomesthe permutationvectorof the DPG algorithm. The key
andhashvaluearethenwritten into separaterunsaccordingto the
partitionof thehasharray. Thereis onerunof key-hashvaluesfor
eachpartitionof thehasharray.

In the probephase,a run of hashvaluesis loadedinto cache
alongwith thecorrespondingpartitionof thehasharray. As part
of theprobephase,thekey andhashvaluesfrom therunareusedto
look upthethecorrespondingrid in thepartitionof thehasharray.
Theridsarethensavedin a temporarypartition,in thesameorder
astheorderin which thekey-hashvaluesof theoriginal partition
arestored.

Finally, in thegatherphase,theorderingof thekey-hashvalue
pairsareusedto gathertheridsfrom thetemporarypartition.As in
Section2, therids aregatheredinto a destinationarrayin anorder
correspondingtheorderingof theoriginal key-hashvaluepairs.

4.2.3 TwoForeignKey Join Methodswith DPG
Assumethatonehasgeneratedthejoin triples(

�

, �	��� � , ����� � ).
It is now possibleto ignorethe key

�

, anddealdirectly with the
rid pairs( ����� � , ����� � ). We wish to satisfyoneof two goals:

1. DPG-Move join: Move the recordsof � into a temporary
�le accordingto theorderingof therecordsof � .

2. DPG-Sort join: Move the recordsof � into a temporary
�le accordingto theorderingof therecordsof � .

First consideroption 1. Recall that the join triples weregen-
eratedaccordingin the orderof the recordsof �	��� � . Therefore
therid pairscanbeuseddirectly aspartof a DPGalgorithm.The
secondcomponentof thepair, �	��� � , is thesequenceof rids ac-
cordingto which we want to move therecordsof � . This option
doesnot requireany sortingor hashing.Hence,we call it DPG-
join.

Next consideroption2. In thisoption,we�rst sorttherid pairs
( ����� � , �	��� � ) accordingto the order of �	��� � . This is done,
for example,with SuperScalarSortandDPG.Thealgorithmthen
reducesto recordmovementin whichwewishto movetherecords
of � accordingto the orderingof �	��� � in the sortedsequence
( ����� � , ����� � ).

5. Experimental Evaluation
5.1 Hardwareand DatabaseSpeci�cs

To evaluatethe ef�ciency of DPG algorithms,we did a com-
prehensive setof experimentson threedifferent platforms. The
threedifferentplatformsarethe IBM Power4Pseries690Turbo,



the 3.06 GHz Pentium4 with Rambus PC-1200RAM, and the
2.6 GHz Pentium4 with DDR-266 RAM. For the IBM Power4
Pseries690Turbo,theprocessorsrunat1.1GHzandshare16GB
of memory. Therearethreelevels of cacheon IBM p690. Each
processorhasa32KB L1 cach,a1.41MBL2 cachesharedwith an-
otherprocessor, anda 128MB L3 cachesharedwith all processor
in the samenode. For thePentium4 with DDR-266,theproces-
sor has8KB L1 cacheand 512KB L2 cache. For the 3.06GHz
Pentium4 with RambusPC-1200RAM, it has8KB L1 cacheand
512KBL2 cache.

5.1.1 SortingExperimentSetup
To comparedifferentsortingalgorithms,we usea databasesize
512MB andtheexperimentalresultsarereportedonIBM p690.To
demonstratethe improvementof our algorithm,we areenforced
to usedatabasesizethat is larger than128 MB, sinceIBM p690
has128MB L3 cache.Thenumberof runsfor DPGalgorithmis
constrainedby thesizeof thedatabaseandthesizeof cache.On
the IBM p690 we have 512 runs (512MB/1M) accordingto the
constraintsin Section2.1.1.

5.1.2 Join ExperimentSetup
To comparejoin methodsacrossdifferentplatforms,weusea�x ed
sizedatabasewith 128 MB. On the IBM p690,a databasewith
128 MB can �t in the L3 cache,we demonstrateour algorithm
with L3 cacheactingasthe“main memory”andwith L2 cacheas
thereal“cache”.

Wetestprimarily for thesituationwhereL3 cacheservesasthe
“main memory”. For largerdatabasesthatover�ow theL3 cache,
our resultswould compareeven better, sincethe speedgap be-
tweenL3 cacheandmainmemoryis largerthanthespeedgapbe-
tweenL2 cacheandL3 cache.Thecacheblock in L2 is 128bytes
andthecacheblock in L3 is 512bytes. With L3 cacheactingas
the “main memory” andL2 cacheactingasthe “cache”,a cache
missloads128bytesfrom L3 cacheandwith realmemoryasthe
“main memory”andL3 cacheasthe“cache”,a cachemissloads
512bytesfrom realmemory.

Thesizeof the index is proportionalto thenumberof records
in the database.For a databasewith smallerrecordsize, it has
morenumberof re cordsthanthesamesizedatabasewith larger
recordsize.For example,in our experimentswith a �x ed128MB
database,if the recordsize is 32 bytes,the index size is around
100MBandif therecordsizeis 512bytes,theindex sizeis around
8 MB. In all cases,the index can't �t in any platform's L2 cache
andbatchlookupindex algorithmis applied.

As explainedin sorting,the numberof runsin all DPG algo-
rithms is decidedby the databasesize and L2 cachesize. For
example,on IBM p690the numberof run is 128, on Pentium4
with DDR-RAM thenumberof run is 256,andonPentium4 with
Rambus-1200thenumberof run is 256too.

5.2 Comparison of DPG sort with other sorting
algorithms

Figure4demonstratestheaccelerationachievedbySuperScalar-
SortwhenDPGis used.Note that theadditionalspeedof Super-
ScalarSortwith DPGis mostpronouncedfor smallerrecordsizes.
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Figure 4. Sor ting Comparison: DPG as an
Accelerator for SuperScalarSor t (IBM Power4
p690 Series Turbo)

For recordsizesof 256 bytesand higher, DPG provides only a
small advantage.This is becausethe IBM p690hasan L3 cache
block of size512 bytes. So, for recordsizesbelow 256 bytes,a
cachemissincurssigni�cant overheadin loadinga512bytecache
block. For recordsizesover256bytes,thecachemisspenaltydoes
not costmuch. The experimentalresultsshow that the two-pass
cache-ef�cient DPG algorithm is much fasterthan the one-pass
randomaccessmemroy algorithm.

Therewassomevariability in theresultsbecausethedatawas
takenonatime-shared,sharedmemorymachine.OntheIBM p690,
the L2 cacheis sharedamongtwo CPUs,and the L3 cacheis
sharedamongeightCPUs.Our experimentswererun on a single
CPU. Henceanotherprocesson a neighboringCPU could con-
sumesomeof our cache,therebyaffecting the timings. The re-
portedexperimentalresultsaretheaveragesof threerunseach.

Figure5 alsoshowsthatAlphaSortis expensivecomparedwith
SuperScalarSort.The reasonis that AlphaSortis a comparison-
basedsortingalgorithm,basedonbranches.TheIBM p690Power
4 chip, like most high clock rate RISC chips, suffers especially
from branchmisses. We also run the experimentson the Pen-
tium 4.

5.3 Comparisonsof Join Methodswith DPGJoins
and Other Join Methods

As explainedearlier, we denoteby � an indexedrelationand
� arelationthathasforeignkey ontheindexedattributeof � . We
will now analyzethefollowing methods:

1. Sort-MergeJoinwith AlphaSort

2. Sort-MergeJoinwith SuperScalarSort

3. Sort-MergeJoinwith DPGSort(de�ned in Section4.1)

4. DPG-SortJoin(de�ned in Section4.2.3)
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5. DPG-Move Join(de�ned in Section4.2.3)

6. RadixJoin

5.3.1 Data Distribution
Thereare two kinds of distributions for the foreign key values:
uniformandnon-uniform.

Foruniformdistribution,all theabovejoin methodswork. DPG-
move join andRadixjoin out-performothersshowedin �gures 6,
7, 8, 9, Radix join is fasterfor moderatemainmemorydatabases,
DPG-move join is fasterfor larger main memorydatabases(ex-
plainedfurtherin Section5.3.2).

For thecaseof nonuniformdistributions,sort-mergejoin with
AlphaSortandDPG-sortjoin aretheonly methodsthatwork (ex-
plainedin Section5.3.1. DPG-sortout-performsthanSort-merge
join with AlphaSortasshowed in �gures 10, 11, and12 andex-
plainedfurtherin Section5.3.4.

5.3.1.1 The uniform distrib ution of join keyvalues.
First we will show how all algorithmswork for uniformly dis-
tributedjoin key values. SuperScalarSortis a key-pre�x-sort al-
gorithmexplainedfurtherin section1. It assumesthatdatais uni-
formly distributedaccordingto thehighest 7 bits of thekey. This
kind of distributioncanbeappliedto all DPGalgorithms,because
a unformdistribution of the join key valuesis theonly constraint
of Sort-Mergejoin with DPGandDPG-move join.

Wealsoimplementtheradix join of Manegoldetal. [20]. They
describeavariationof hashjoin for mainmemory. Radixjoin also
requiresa uniform distribution of the join key values.Otherwise,
someof their partitionswill be too large to �t into the L2 cache
andit is not clearhow to ef�ciently adjustthepartitionsizes.

We produceuniformly distributedforeignkey valuesusingthe
UNIX �	g$f^�‹Š	o&;�@ function. A comparisonof the different join
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methodson threedifferent platformsis provided in the �gures.
Figure6 re�ects datawith no duplicatejoin key valuesin the re-
lation � . Figures7, 8, and9 show thesameinformationin which
duplicatejoin key valuesareallowed. From the comparison,we
canseethatDPG-move join andradix join arethe fastest.DPG-
move is betterfor large recordsandradix join is betterfor small
records.Weexplain theresultfutherlaterin thissection.

5.3.1.2 The non-uniform distrib ution for join keyvalues.
Sort-mergejoin with AlphaSortandDPG-Sortaretheonly two of
thepreviously discussedjoin methodsthatoperatecorrectlyfor a
non-uniformdistributionof join key values.

In thefollowing we usecountbucket sort for bucket sort. The
countbucket sortis asfollows:

1. countthenumberof elementsdestinedfor eachbucket.

2. setbucket boundariesaccordingto thestaticscomputedand
distributeelementsto buckets.

AlphaSortworksfor non-uniformlydistributeddata,becauseit
usesquicksortto sort eachrun andusesreplacement-selectionto
mergetheruns.

DPG-Sortjoin alsoworks for non-uniformlydistributeddata,
becauseweusecountbucketsortto sortRIDsandthecountbucket
sortworksfor thenon-uniformdistributionof RIDs.

DPG-Sortjoin sortsthe RIDs accordingto the lowest prqcsN4

bits is enough, 4 is the numberof records. In the simulation,
we assigntheRID valuesin therange lŒ>c•�ŽrŽrŽ�•)fHn , thelowest prqcsN4

bits is suf�cient for sorting. For example,for 4•…•B‘ƒ!’ sorting
RIDs accordingto the lowest 20 bits is enough. This could be
donein two stepswith countbucketsort: �rst docountbucketsort
accordingto thelower10bits; thendocountbucketsortaccording
to thehigher10 bits.
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Using theUNIX ��g1f^�‹Š�oO;�@ and b�“‘`3;�@ functionswe generate
anexponentialdistribution of thedataas b�“‘`3;JYNGV;J�	g$f^�‹Š�oO;�@”v

>�:‘@u@ ( Y is a constantand in our experimentswe assignc with
<�:$Ž :c:c:	:c:	:1> ). A comparisonof Sort-Merge join with AlphaSort
andDPG-Sortjoin onthreedifferentcomputerarchitecturesispro-
videdin the�gures 10, 11,and 12. Fromthecomparison,wecan
seethat DPG-sortjoin is muchfasterthanSort-Merge join with
AlphaSortexplainedfurturein thelaterpartof thissection.

5.3.2 Comparisonsof DPG JoinsandRadixJoin
All sort-merge joins performsinferior to DPG joins and Radix
join. All sort-merge joins needto sort eachdatabasewhile scan-
ningdatabase.Otherjoin methodssortonly onedatabaseor avoid
to sort any database,while scaningdatabases,they only do very
simple computations,suchas module. For example,DPG-Sort
join only needsto sort the join triples that is muchsmallerthan
databaseand replaceone scanof databasewith B+ tree lookup
comparingwith sort-merge joins. DPG-move join is fasterthan
DPG-sortjoin, because,DPG-move join doesnot sort any data
andhasthesamenumberof databasescansasDPG-sortjoin.

Radix join doesnot sortany dataeither, but it mayneedmore
scansof the databasesthanDPG-move, andalsoat the last step
radix join hascomparisoncost to probethe a small partition. In
experimentalresultsreportedin 6, the databaseis not so big, so
the numberof scansis not so muchfor radix join andradix join
hasa tie with DPG-move join.

5.3.3 Comparisonsof Sort­MergeJoins
Weimplementthreesort-mergejoin methods:sort-mergejoin with
AlphaSort,sort-mergejoin with DPGsortandsort-mergejoin with
SuperScalarSort.As de�ned in Section4.1, sort-merge join with
DPG sort appliesthe DPG sort for the sortingphase,sort-merge
join with AlphaSortappliesAlphaSort,andsort-merge join with
SuperScalarSortappliesSuperScalarSortrespectively.

As expected,theaccelerationin thespeedof sort-mergejoin in
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Figure6 follows the samepatternasthatof Figure4 for sorting.
For the sort-merge join algorthms,the onewith the bestsorting
algorithm,SuperScalarSortwith DPG,performsthebest.

5.3.4 ComparisonsofDPG­sortJoinwithSort­Merge
Join with AlphaSort

In the caseof non-uniformdistribution, we cannotapply Super-
ScalarSort. In this case,thereare only two methodsthat work:
sort-mergejoin with AlphaSortandDPGsortjoin. As Figures10,
11, and12 suggest,DPGsort join performsbetter. The reasonis
thatDPG-sortonly sortsthe join triples,andthis is muchsmaller
than the database.In contrast,sort-merge join with AlphaSort
mustsorttwo databases.

5.4 Discussionof the Constraints in DPG Algo­
rithms

In all theexperiments,boththenumbersof runsandthelengths
of the runssatisfythe constraintsdescribedin 2.1.1. In the real
world, the constraintsof the DPGalgorithmscanbeeasilysatis-
�ed. Forexample,in thecaseof Pentium4, theL2 cacheis512KB
andcacheblock is 128bytes,andthereare2000cachelinesin the
L2 cache.The commonsizefor main memorydatabaseis 1GB,
sothenumberof runsis 2000andthesizeof eachrun is 512KB.

Oneshouldusesa run aslargeaspossiblebut not larger than
theL2 cacheto reducethenumberof runs.Theoptimalnumberof
runsequalsto thesizeof thedatabasemodulethesizeof L2 cache.

Theperformanceof DPGalgorithmsis notaffectedmuchif the
settingsof runsslightly differ from theoptimalsettings.However,
we observed that theperformancegainof DPGwill dramatically
decreaseif thesettingsdiffer from theoptimalsettingsin a factor
of 2 or more.

6. Conclusion
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In puresorting,DPGprovidesanacceleratorfor existing sort-
ingalgorithms.Thiswasdemonstratedfor SuperScalarSort,which
performsfasterthanAlphaSort. The performanceimprovements
arenotable(upto27%)for thesmallerrecordsizes,suchas32bytes
and64bytes,whilenotdegradingperformancefor thelargerrecord
sizes.

Join is alsoan importantoperationfor Databases.DPG was
appliedto this problemusing threealgorithms: Sort-Merge Join
with DPG Sort, DPG-SortJoin and DPB-Move Join. This was
comparedagainsta traditionalSort-Merge join (usingAlphaSort
andSuperScalarSort),andradixsort.

In thecaseof non-uniformdistributionof join key values,only
DPG-SortJoin andSort-Merge Join with AlphaSortareapplica-
ble. DPG-SortJoin works betterthanSort-Merge Join with Al-
phaSortacrossboththePentiumandtheIBM Power4. DPG-Sort
join is muchbetterthanSort-Merge Join with AlphaSortfor the
smallerrecordssizes,suchas,32, 64. More impressively, DPG-
Sort Join bene�ts especiallyfrom the newestarchitectures.It is
especiallystrongon thenewestplatform,a Pentiumwith Rambus
PC-1200RAM. This is becausethe stream-orientedDPG algo-
rithm takesoptimaladvantageof thehigh bandwidthof PC-1200
RAM.

For the caseof non-uniformdistribution of join key values,
DPG-MoveJoinandRadixJoinareshown to bethemostcompet-
itive. DPG-Move Joinis shown to befasterfor largerrecordsizes
(256 bytesand512 bytes),while Radix Join is fasterfor smaller
recordsizes. DPG-Joinbene�ts especiallyfrom the Pentiumar-
chitecture. The remainingDPG algorithmsarealsocompetitive
with olderalgorithmsalthoughwith a smallerimprovement.

7. Future Work
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TheDPGalgorithmcanbeeasilygeneralizedtomultiplepasses.
This canbeusefulwhenthereis a very smallcachein relationto
thesizeof mainmemory. However, we do not encounterthis sce-
narioin ourcurrentexperiments.
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