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ayesian
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dating

of
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probability
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hyp
othesis
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H
is
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hyp

othesis
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values
h
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prior
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jth
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d
j
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the
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random

variable
D

j
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data
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=

d
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N

G
iven

the
data
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far,
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a
p
osterior

probability:

P
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=
α
P

(d|h
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i )

w
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P
(d|h
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is

called
the

likelihood

P
redictions
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likelihood-w
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hyp

otheses:
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=
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M
A

P
a
p
p
r
o
x
im

a
tio

n

S
um

m
ing

over
the

hyp
othesis

space
is

often
intractable

(e.g.,
18,446,744,073,709,551,616

B
oolean

functions
of

6
attributes)

M
axim

um
a

p
osteriori

(M
A

P
)

learning:
choose

h
M

A
P

m
axim

izing
P

(h
i |d

)

I.e.,
m

axim
ize

P
(d|h

i )P
(h

i )
or

log
P

(d|h
i )

+
log

P
(h

i )

L
og

term
s

can
b
e

view
ed

as
(negative

of)
bits

to
encode

data
given

hyp
othesis

+
bits

to
encode

hyp
othesis

T
his

is
the

basic
idea

of
m

inim
um

description
length

(M
D

L
)

learning

F
or

determ
inistic

hyp
otheses,

P
(d|h

i )
is

1
if

consistent,
0

otherw
ise

⇒
M

A
P

=
sim

plest
consistent

hyp
othesis

(cf.
science)
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M
L

a
p
p
r
o
x
im

a
tio

n

F
or

large
data

sets,
prior

b
ecom

es
irrelevant

M
axim

um
likelihood

(M
L
)

learning:
choose

h
M

L
m

axim
izing

P
(d|h

i )

I.e.,
sim

ply
get

the
b
est

fi
t

to
the

data;
identical

to
M

A
P

for
uniform

prior
(w

hich
is

reasonable
if

all
hyp

otheses
are

of
the

sam
e

com
plexity)

M
L

is
the

“standard”
(non-B

ayesian)
statistical

learning
m

ethod
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M
L

p
a
r
a
m

e
te

r
le

a
r
n
in

g
in

B
a
y
e
s

n
e
ts

B
ag

from
a

new
m

anufacturer;
fraction

θ
of

cherry
candies?

F
lavor

P
F

=
cherry

(
)

θ
A

ny
θ

is
p
ossible:

continuum
of

hyp
otheses

h
θ

θ
is

a
param

eter
for

this
sim

ple
(binom

ial)
fam

ily
of

m
odels

S
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ose
w
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unw
rap

N
candies,

c
cherries

and
`
=

N
−

c
lim

es
T

hese
are

i.i.d.
(indep

endent,
identically

distributed)
observations,

so

P
(d|h

θ )
=

N∏

j
=

1
P

(d
j |h

θ )
=

θ
c·(1−

θ)
`

M
axim

ize
this

w
.r.t.

θ—
w

hich
is

easier
for

the
log-likelihood:

L
(d|h
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=

log
P
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θ )

=
N∑
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=

1
log

P
(d

j |h
θ )

=
c
log

θ
+

`
log(1−

θ)

d
L

(d|h
θ )
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θ

=
cθ
−

`

1−
θ

=
0

⇒
θ

=
c

c
+

`
=

cN

S
eem
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causes
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s

w
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counts!
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M
u
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p
a
r
a
m

e
te

r
s

R
ed/green

w
rapp

er
dep

ends
probabilistically

on
fl
avor:

P
F

=
cherry

(
)

F
lavor

W
rapper

P
(

)
W

=
red  | F

Fcherry

2
lim

e
θ

1
θ

θ
L
ikelihood

for,
e.g.,

cherry
candy

in
green

w
rapp

er:

P
(F

=
ch

erry
,W

=
green|h

θ
,θ

1 ,θ
2 )

=
P

(F
=

ch
erry|h

θ
,θ

1 ,θ
2 )P

(W
=

green|F
=
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erry

,h
θ
,θ

1 ,θ
2 )

=
θ·(1−

θ
1 )

N
candies,

r
c

red-w
rapp

ed
cherry

candies,
etc.:

P
(d|h

θ
,θ

1 ,θ
2 )

=
θ

c(1−
θ)

`·
θ

r
c

1
(1−

θ
1 )

g
c·

θ
r
`

2
(1−

θ
2 )

g
`

L
=

[c
log

θ
+

`
log(1−

θ)]

+
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c log
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+

g
c log(1−

θ
1 )]

+
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` log
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+

g
` log(1−

θ
2 )]
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D
erivatives

of
L

contain
only

the
relevant

param
eter:

∂
L

∂
θ

=
cθ
−

`

1−
θ

=
0

⇒
θ

=
c

c
+

`

∂
L

∂
θ

1
=

r
c

θ
1 −

g
c

1−
θ

1
=

0
⇒

θ
1

=
r
c

r
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+
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∂
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∂
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=

r
`

θ
2 −

g
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θ

2
=

0
⇒

θ
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=
r
`

r
`
+

g
`
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ith
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izing
P

(y|x
)

=
1

√
2π

σ
e −

(y−
(θ1

x
+

θ2
)) 2

2
σ
2

w
.r.t.

θ
1 ,

θ
2

=
m

inim
izing

E
=

N∑

j
=

1 (y
j −

(θ
1 x

j
+

θ
2 ))

2

T
hat

is,
m

inim
izing

the
sum

of
squared

errors
gives

the
M

L
solution

for
a

linear
fi
t
a
ssu

m
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g
G
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S
u
m

m
a
r
y

F
ull

B
ayesian

learning
gives

b
est

p
ossible

predictions
but

is
intractable

M
A

P
learning

balances
com

plexity
w

ith
accuracy

on
training

data

M
axim

um
likelihood

assum
es

uniform
prior,

O
K

for
large

data
sets

1.
C
hoose

a
param

eterized
fam

ily
of

m
odels

to
describ

e
the

data
requires

substantial
insight

and
som

etim
es

new
m

odels

2.
W

rite
dow

n
the

likelihood
of

the
data

as
a

function
of

the
param

eters
m

ay
require

sum
m

ing
over

hidden
variables,

i.e.,
inference

3.
W

rite
dow

n
the

derivative
of

the
log

likelihood
w

.r.t.
each

param
eter

4.
F
ind

the
param

eter
values

such
that

the
derivatives

are
zero

m
ay

b
e

hard/im
p
ossible;

m
odern

optim
ization

techniques
helpC
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r
2
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,
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c
tio

n
s
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–
3
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