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Constraint programming

represents one of the closest approaches computer science has

yet made to the Holy Grail of programming:

the user states the problem, the computer solves it."

Eugene C. Freuder, CONSTRAINTS, April 1997
Executive Summary

In electronic design automation (EDA), where they design chips with billions of transistors, they make heavy use of SAT solvers for modeling tasks. SAT solvers also work very well for planning problems. It is a surprising fact that standard SAT solvers work so well across many practical application domains. I believe that SAT solvers also work well for describing and analyzing models in computational biology and chemistry.
At Northeastern we have significant experience with the SAT problem. Some 30 years ago I developed clause learning techniques which have been reinvented numerous times and are now incorporated in all state-of-the-art SAT solvers in 2006. http://www.ccs.neu.edu/research/demeter/biblio/clause-learning.html
We are currently, based on my Novartis sabbatical experience, investigating the practical usefulness of value ordering and variable ordering technology based on our P-optimal approximation algorithms.

http://www.ccs.neu.edu/home/lieber/p-optimal/README.html
Introduction to CSP and SAT

We consider first CSP, a generalization of SAT. A CSP consists of a set of variables V each taking on values in some domain D. The most important part of a CSP are the set of constraints that are formulated in terms of a set of relations R1, … , Rn. If Ri is of rank k then Ri is defined as a subset of the k-fold Cartesian Product of D. Each constraint has the form: w Ri(v1, ..vk) where w is a positive integer weight. The task is to find an assignment to the n variables that maximizes the weight of the satisfied constraints. This particular variant of CSP is called MaxCSP. In “normal” CSP, you want to find an assignment that satisfies all constraints. 

Example:

D={0,1}, OneInThree of rank 3, defined by OneInThree(v1 v2 v3) = {exactly one of v1, v2,v3 assumes value 1}. A constraint system with 4 variables and 4 constraints is:

30 OneInThree(v1 v2 v3)

2   OneInThree(v1 v2 v4)

1   OneInThree(v1 v3 v4)

40 OneInThree(v2 v3 v4)

An optimal assignment is v2 = 1 and all other 0. This makes only the 3rd constraint unsatisfied: Total weight is: 72.

There is a vast literature on solving CSP. Even for the special case of SAT there are entire conferences and web sites, like SAT Live. For most subsets of relations the CSP and MaxCSP problems are NP-hard but experience shows huge practical problems can be solved  with clever algorithms. Solving NP-complete problems by translation to MaxCSP  (especially SAT and MaxSAT) has turned out to be an approach of both practical and theoretical interest.
Cook’s theorem shows that any problem in NP can be reduced in polynomial time to an instance of the Boolean satisfiability problem (SAT). So in principle we can map any NP-complete problem to SAT and therefore to CSP but in practice it often matters how efficient/elegant the translation is. If the polynomial has a high degree, the translation might not be practical. Below I mention several problems where the translation is practical.
There are two camps of research: experimental and formal analysis. In the experimental camp, the hold competitions of the constraint solvers at CSP related conferences. In the formal analysis camp, there are two sub camps: “Fractional All” and “Fractional Maximum”. Both prove about their polynomial algorithms that they can come within a fraction of the “ideal”.  And both try to prove that doing better in polynomial time would imply that they earn a million dollars from the Clay Foundation for solving the P=NP problem. For the Fractional All camp, the ideal is “all constraints” and for the Fractional Maximum camp the ideal is the maximum reachable for that instance.
For example, the Fractional All camp can prove that for the OneInThree MaxCSP problem shown above, the fraction 4/9 of the constraints can always be satisfied and a trillionth more than that is an NP-complete set. This result can be generalized as follows:

Consider any non trivial set of relations R. There is a constant t[R] between 0 and 1 so that the fraction t[R] can be satisfied in polynomial time and doing a trillionth better would earn us 1 million $. The algorithm which achieves this “P-optimal” bound is parameterized by the set of relations R, so it works in a similar way for all CSP. It is very fast and easy to implement. This is in contrast to results in the “Fractional Maximum” camp where the algorithms for different relation sets are very specialized.
I searched the literature for applications of CSP and MaxCSP in domains that are of interest to biologists. There were several good hits:
MPE Solving using MaxSAT
Finding most probable explanations (MPEs) in graphical models, such as Bayesian belief networks, is an important subtask when we have to reason under uncertainty. There is a nice encoding of MPE as a special kind of CSP, called MaxSAT: see J. Park, Using weighted MAX-SAT engines to solve MPE. In Proceedings of the 18th National Conference on Artificial Intelligence (AAAI), pages 682--687, 2002. See also (Darwiche 2002; Sang, Beame, & Kautz 2005).
Bayesian network problems are also translated to SAT to perform weighted model counting and even dynamic model counting to perform incremental Bayesian inference.
Performing Incremental Bayesian Inference by Dynamic Model Counting (2006), Wei Li, Peter van Beek, Pascal Poupart. An interesting open question is how MAXMEAN can be used to count the number of satisfying assignments. Probably in combination with superresolution http://www.ccs.neu.edu/research/demeter/biblio/clause-learning.html .
In Markov Logic Networks http://en.wikipedia.org/wiki/Markov_logic_network a set of predicate formulas with weights is used to model a system under uncertainty. Without loss of generality the formulas can be assumed to be in clausal form. Each grounding of the formulas leads to a weighted satisfiability problem that has the same intent as MPE solving.
MaxCut for classification
Integrating Support Vector Machines in a Hierarchical Output Space Decomposition Framework by Yangchi Chen, Melba Crawford and Joydeep Ghosh

University of Texas at Austin

In this paper they search for an improvement of random forest classification techniques.

Random forest classification achieves both high classification accuracies and good generalization but it is computationally costly. They propose to use a sequence of MaxCut problems to achieve the result more efficiently. MaxCut is an instaance of CSP where the relation is XOR (exclusive or).

They applied their algorithm with success to space research data but random forest classification is also used in computational biology and chemistry and the technique should be applied there.

SAT for Haplotype Inference

Efficient Haplotype Inference with Boolean Satisfiability by Ines Lynce and Joao Marques-Silva, University of Southhampton, UK

They use a state-of-the-art SAT solver called minisat after translating the haplotype inference problem to SAT.

Maximum independent Set

Combinatorial Methods for Disease Association

Search and Susceptibility Prediction

Dumitru Brinza  and Alexander Zelikovsky
Department of Computer Science, Georgia State University, Atlanta, GA 30303

This paper shows a variant of the maximum independent set problem and shows how it is relevant to the maximum non-diseased-free cluster problem.

The maximum independent set problem is a variant of CSP where we not only want to maximize the set of satisfied constraints but also set the maximal number of variables to 1.
Planning and Pathways
The biological pathway domain is an important domain at the international planning competition
See: http://www.plg.inf.uc3m.es/icaps06/preprints/i06-ipc-allpapers.pdf
They use PDDL3.0 to describe planning problems. http://www.cs.yale.edu/homes/dvm/papers/pddl-ipc5.pdf
Which contains:
SATPLAN04: Planning as Satisfiability

Henry Kautz

Department of Computer Science & Engineering

University Of Washington

Seattle, WA 98195 USA

Bart Selman

Department of Computer Science

Cornell University

Ithaca, NY 14853 USA
And also:
Biological Pathway Domain:

This domain is inspired by the field of molecular biology, specifically biochemical pathways. “A pathway is a sequence of chemical reactions in a biological organism. Such pathways specify mechanisms that explain how cells carry out their major functions by means of molecules and reactions that produce regular changes. Many diseases can be explained by defects in pathways,

and new treatments often involve finding drugs that correct those defects.” (Thagard 2003) We can model parts of the functioning of a pathway as a planning problem by simply representing chemical reactions as actions. The goal in these planning problems is to construct a sequence of reactions that produces one or more substances, using a limited number of substances as input.

The planner is partly free to choose which input substances to use, i.e., to choose some aspects of the initial state of the problem. This aspect of the problem is modelled by means of additional actions.

The biochemical pathway domain of the competition is based on the pathway of the Mammalian Cell Cycle Control as it described in (Kohn 1999) and modelled in (Chabrier 2003).  http://contraintes.inria.fr/BIOCHAM/EXAMPLES/cell_cycle/cell_cycle.bc
There are three different kinds of basic actions corresponding to the different kinds of reactions that can appear in a pathway.

Propositional

-------------

This is a simple qualitative encoding of the reactions of the pathway. 

The domain has five different actions: an action for choosing the initial substrates, an action for increasing the quantity of a chosen substrate (in the propositional version, quantity coincides with presence, and it is modeled through a predicate indicating if a substrate is available or not), an action modeling biochemical association reactions, an action modeling biochemical association reactions requiring catalysts, and an action modeling biochemical synthesis reactions. Also, there is an additional set of dummy actions representing the disjunctive problem goals.

The goals refer to substances that must be synthesized by the pathway, and are disjunctive with two disjuncts each. Furthermore, there is a limit on the number of input substrates that can be used in the pathway.

Note that each problem file has its own domain file (e.g., domain_p01.pddl for p01.pddl). Moreover, for this domain variant we give an (equivalent) compiled STRIPS version. 

(http://zeus.ing.unibs.it/ipc-5/domain-descriptions/pathways.txt)
This requires further analysis: but can we model important parts of pathways such as mTOR as planning problems that we can analyze with CSP technology?

RNA Secondary Structure Determination

This paper uses the CSP machinery to deal with RNA structure determination.
RNA Secondary Structure Determination and Representation Based on Constraints Satisfaction 
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From Constraints, Springer, Netherlands

Abstract. A characteristic common to several problems of molecular biology consists in the satisfaction

of a set of constraints coming from different sources of biological knowledge. In this paper, we present

two problems that take advantage of a constraint satisfaction formulation. The _rst problem deals with the

representation and visualization of RNA secondary structures. The program Rnasearch implements an original

backtracking based algorithm that evaluates at each node the satisfaction of spatial constraints with the aim at

drawing a representation without overlap between secondary structural elements.

Manuel Peitsch writes:

there has indeed been a very nice application of CSP to RNA and protein structure modelling.  François Major has published some key work in this area: 

F. Major et al, Science 253, 1255 (1991). 
D. Gautheret, F. Major, and R. Cedergren, J. Mol. Biol. 229, 1049 (1993). 
F. Major, D. Gautheret, and R. Cedergren, Proc. Natl. Acad. Sci. (USA) 90, 9408 (1993). 

Also with François, we have used the method initially applied to RNA to demonstrate a few interesting aspects in protein structure: 

Parisien M, Major F and Peitsch MC (1998)  A protein conformational search space defined by secondary structure contacts.  in: Proceedings of the Pacific Symposium on Biocomputing 1998, p 425-436, R. Altman et al. eds., World Scientific Publishers, Singapore. PMID: 9697201; UI: 98362527.
The above papers that Manuel refers to seem to be in the domain of continues domain CSP problems. Our CSP technology is for discrete CSP problems.
Probabilistic reasoning for biology using SAT Solvers  

Probabilistic Concurrent Constraint Automata use belief states to reason probabilistically about the behavior of robots? A SAT solver is an important
ingredient to determine whether states are consistent with the given
model and observations.

Sounds like this kind of probabilistic reasoning could be useful to
biology too. This goes in the same direction as the planning approach
and SAT solvers used for predicting the behavior of pathways.


The 2006 Master's thesis from MIT

http://mers.csail.mit.edu/theses/Qu_Thesis.pdf

shows how SAT solvers are used to help robots do their work. SAT solvers are an important part in probabilistic reasoning about the likely states a robot will enter. 

Computational Biology and Theorem Provers (that are based on SAT solvers)

ACL2: Warren A. Hunt writes:

Computational Biology -- TASPI 

Serita Nelesen and I are developing the TASPI experimental system for analysis, retrival, and storage of phylogenetic information. TASPI is implemented as an ACL2 program. 

Phylogenetic tree searching algorithms often produce thousands of trees which biologists save in Newick format in order to perform further analysis. Unfortunately, Newick is neither space efficient, nor conducive to post-tree analysis such as consensus. We propose a new format for storing phylogenetic trees that significantly reduces storage requirements while continuing to allow the trees to be used as input to post-tree analysis. We implemented mechanisms to read and write such data from and to files, and also implemented a consensus algorithm that is faster by an order of magnitude than standard phylogenetic analysis tools. We demonstrate our results on a collection of data files produced from both maximum parsimony tree searches and Bayesian methods. 

In 2005, we (Bob Boyer, Serita Nelesen, and I) published the paper "A Compressed Format for Collections of Phylogenetic Trees and Improved Consensus Performance"; this paper appeared in Algorithms in Bioinformatics: 5th International Workshop, WABI 2005. Lecture Notes in Computer Science 3692, pages 353-364, Springer-Verlag, 2005. 

