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Logistics

• Instructor: Ehsan Elhamifar

- Email: eelhami@ccs.neu.edu

- Office hours: Thursdays, 4pm—5pm, 310E WVH

• Teaching Assistants:

- Rui Dong (dongrui@ccs.nedu.edu)

- Haiyi Mao (harrymao@ccs.neu.edu)

• Course website: http://www.ccs.neu.edu/home/eelhami/
courses_nu_cs6140.htm

• Discussions on Piazza
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Textbook

• Machine Learning: A Probabilistic Perspective                             
Kevin Murphy, MIT Press 2013

• Optional:

- Pattern recognition and machine learning,                                                      
Christopher Bishop, Springer 2007

- Machine learning, Tom Mitchell, McGraw Hill, 1997

- Probabilistic graphical models, Daphne Koller and Nir 
Freedman, MIT Press 2009



Grading

• Homeworks (50% of the grade)

- 4 HWs: analytical + programming assignments (Python)

- No late HWs, submit at the beginning of class

• Exam (25% of the grade)

- Will cover most of materials learned in the class, 1 cheat sheet

• Final Project (25% of the grade)

- Topics: application (related to research), algorithm, theory

- Project proposals: Thursday, October 27

- Project report: Monday, December 5

• Class participation (-7% to +7%)



What is machine learning?

• Traditional Programming

• Machine Learning



What can ML do?



What is Machine Learning ?
(by examples)



Classification

(from data to discrete classes)



Spam filtering



Object classification



Weather prediction



Regression

(predicting numeric values)



Stock market prediction



Weather prediction (revisited)



Clustering

(discovering structure in data)



Clustering: group similar items



Clustering images

G1

G2

G3

G4



Clustering news



Dimensionality reduction

(visualizing data)



Image embedding

• Images have millions/
billions of pixels

• Can we give each image 
a few coordinates so that 
similar images are near 
each other?

Roweis & Saul ‘00



Word embedding



Word embedding (zoom in)



Machine learning types

• Supervised learning

- regression

- classification

• Unsupervised learning

- clustering

- dimensionality reduction

- matrix completion

• Reinforcement learning

- learning by weak supervision: reward function



Supervised learning

• Given: training data 

• Find: a good approximation to

• Examples:

- Spam detection:       = email,     = spam/ham

- Digit recognition:      = digit images,     = {0,1,2, …, 9}

- Stock prediction:      = new/historic prices, etc,     = real numbers

{(xi, yi), i = 1, . . . , N}

f : X ! Y

X Y

X
X

Y

Y

hypothesis



Example: spam filter



Example: digit classification



KNN classifier

• Assign the test sample to the                                                            
class with largest #votes

• How to choose K?
K = 3

K = 1 K = 5



Regression

• What degree polynomial (n) to fit to data?

n=1 n=2

n=14 n=20
Overfitting



Key issues in ML

• What are good hypotheses? finding best hypothesis?

• How to optimize for accuracy of unseen data (avoid overfitting)?

• How much data is needed to be confident in results?

• How to deal with data nuisances: missing data, errors, outliers

• How to deal with high-dimensionality of data / large datasets?

• How to model applications as machine learning problems?



Summary

• Components of a machine learning system

- Data (input: x, output: y)

- Hypothesis space (e.g. polynomial degree)

- Objective/cost functions: what makes one ‘incorrect answer’ better/
worse than another ‘incorrect answer’

• Important concepts

- Want high accuracy on unseen test data, but have only see training data

- Central challenge in ML: generalization



Course syllabus

• Introduction, regression

• Logistic regression, Naive Bayes

• Decision Trees, ensemble methods (boosting, bagging)

• Support vector machines, kernels

• Neural networks: Deep NNs, CNN, RNN

• Graphical models: Hidden Markov Models, Linear Dynamical Sys

• Learning theory: VC dimension

• Unsupervised learning: PCA, CCA, Kmeans, Spectral clustering



What you should already know

• Concepts in probability:

- Conditioning, marginals, expectations

- Gaussian/Laplace/Bernoulli/Multinomial/… distributions

• Concepts from linear algebra and matrix analysis

- Eigenvalues, eigenvectors, SVD

- Cholesky/QR decomposition, projections, subspace



What you should already know

• Concepts in probability:

- Conditioning, marginals, expectations

- Gaussian/Laplace/Bernoulli/Multinomial/… distributions

• Concepts from linear algebra and matrix analysis

- Eigenvalues, eigenvectors, SVD

- Cholesky/QR decomposition, projections, subspace

1) Read chapter 2 of the book
2) Read tutorials on the course webpage




