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Logistics

• HW 4 is due today!

• TA office hours are today 6-7pm

• Final project presentations

– Thursday, April 11

– Tuesday, April 16

– 8 minute slot – 5 min presentation and 3 min 
questions

• Final report due on Tuesday, April 23

– Will prepare template 
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Outline

• Training with backpropagation

– Initialization

– Derivation of gradients

– Example

• Stochastic gradient descent and variants

• Recurrent Neural Networks
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Feed-Forward Neural Network
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𝑎0
(1)

𝑎1
(1)

𝑎2
(1)

𝑎3
(1)

Layer 0 Layer 1 Layer 2

𝑏[1]

Training example
𝑥 = (𝑥1, 𝑥2, 𝑥3)

𝑎4
(1)

𝑎1
(2)

No cycles

𝑊[1]

𝑊[2]

𝑏[2]



Forward Propagation
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Perceptron Learning
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Batch Perceptron
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• An epoch includes a pass over the entire training data



Learning in NN: Backpropagation
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Error at last layer can be measured, but it is 
challenging to determine error at intermediate hidden 
layers



Example

9

Training data
Dimension d

𝑊[1] 𝑊[2] 𝑊[3]

𝑏[1] 𝑏[2] 𝑏[3]

𝑥𝑑
(𝑖)



Parameter Initialization
• How about we set all W and b to 0?
• First layer

– 𝑧
[1]

= W
1
𝑥 + b

[1]
= (0,…0)

– 𝑎
[1]

= g z
1

=
1

2
, … ,

1

2

• Second layer

– 𝑧
[2]

= W
2
𝑥 + b

[2]
= (0,…0)

– 𝑎
[2]

= g z
2

=
1

2
, … ,

1

2

• Third layer

– 𝑧
[3]

= W
3
𝑥 + b

[3]
= (0,…0)

– 𝑎
[3]

= g z
3

=
1

2
, … ,

1

2
does not depend on x

• Initialize with random values instead!
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Training

• Training data 𝑥(1) , y(1), … 𝑥(𝑁) , y(N)

• One training example 𝑥(𝑖) = 𝑥1
(𝑖)
, … 𝑥𝑑

(𝑖)
, label 𝑦(𝑖)

• One forward pass through the network

– Compute prediction ො𝑦(𝑖)

• Loss function for one example

– 𝐿 ො𝑦, 𝑦 = −[ 1 − 𝑦 log 1 − ො𝑦 + 𝑦 log ො𝑦]

• Loss function for training data

– 𝐽 𝑊, 𝑏 =
1

𝑁
σ𝑖 𝐿 ( ො𝑦

(𝑖), 𝑦(𝑖)) + 𝜆𝑅(𝑊, 𝑏)
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Cross-entropy loss



Reminder: Logistic Regression
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Cross-entropy loss

N

N



Gradient Descent
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• Converges for convex objective
• Could get stuck in local minimum for non-convex objectives

𝜽 = (𝑊, 𝑏)



GD for Neural Networks

• Initialization

– For all layers ℓ

• Set 𝑊[ℓ], 𝑏[ℓ]at random

• Backpropagation

– Fix learning rate 𝛼

– For all layers ℓ (starting backwards)

• 𝑊[ℓ] = 𝑊[ℓ] − 𝛼σ𝑖=1
𝑁 𝜕𝐿( ො𝑦(𝑖),𝑦(𝑖))

𝜕𝑊 ℓ

• 𝑏[ℓ] = 𝑏[ℓ] − 𝛼σ𝑖=1
𝑁 𝜕𝐿( ො𝑦(𝑖),𝑦(𝑖))

𝜕𝑏 ℓ
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Backpropagation Intuition
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𝑧1
[1]

→ 𝑎1
[1]

𝛿1
[1]

𝑧2
[1]

→ 𝑎2
[1]

𝛿2
[1]

𝑧1
[2]

→ 𝑎1
[2]

𝛿1
[2]

𝑧2
[2]

→ 𝑎2
[2]

𝛿2
[2]

𝑧1
[3]

→ 𝑎1
[3]

𝛿1
[3]

(𝑥(𝑖))

𝑐𝑜𝑠𝑡 𝑥(𝑖) = 𝑦(𝑖) log ℎ𝜃 𝑥(𝑖) + 1 − 𝑦(𝑖) log(1 − ℎ𝜃(𝑥
(𝑖)))



Backpropagation Intuition
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𝑧1
[1]

→ 𝑎1
[1]

𝛿1
[1]

𝑧2
[1]

→ 𝑎2
[1]

𝛿2
[1]

𝑧1
[2]

→ 𝑎1
[2]

𝛿1
[2]

𝑧2
[2]

→ 𝑎2
[2]

𝛿2
(2)

𝑧1
[3]

→ 𝑎1
[3]

𝛿1
(3)

𝛿1
[3]

≈ 𝑎1
[3]

− 𝑦

𝑊21
[3]

𝛿2
[2]

≈ 𝛿1
[3]
W21

[3]

𝛿1
[3]

𝛿2
[2]

𝑐𝑜𝑠𝑡 𝑥(𝑖) = 𝑦(𝑖) log ℎ𝜃 𝑥(𝑖) + 1 − 𝑦(𝑖) log(1 − ℎ𝜃(𝑥
(𝑖)))

(𝑥(𝑖))



Backpropagation Intuition
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𝑧1
[1]

→ 𝑎1
[1]

𝛿1
[1]

𝑧2
[1]

→ 𝑎2
[1]

𝛿2
(1)

𝑧1
[2]

→ 𝑎1
[2]

𝛿1
[2]

𝑧2
[2]

→ 𝑎2
[2]

𝛿2
(2)

𝑧1
[3]

→ 𝑎1
[3]

𝛿1
[3)

𝛿2
[1]

≈ 𝑊21
[2]
𝛿1
[2]

+𝑊22
[2]
𝛿2
[2]

𝑊21
[3]

𝛿1
[3]

𝛿2
[2]

𝑊22
[2]

𝑊21
[2]

𝛿2
[1]

𝑐𝑜𝑠𝑡 𝑥(𝑖) = 𝑦(𝑖) log ℎ𝜃 𝑥(𝑖) + 1 − 𝑦(𝑖) log(1 − ℎ𝜃(𝑥
(𝑖)))

(𝑥(𝑖))



Definitions

– 𝑧[ℓ] = 𝑊[ℓ] 𝑎 ℓ−1 + 𝑏[ℓ], 𝑎[ℓ] = 𝑔 𝑧 ℓ

– 𝛿[ℓ] =
𝜕𝐿( ො𝑦,𝑦)

𝜕𝑧[ℓ]
; Output ො𝑦 = 𝑎[𝐿] = 𝑔 𝑧 𝐿

1. For last layer L: 𝛿[𝐿] =
𝜕𝐿( ො𝑦,𝑦)

𝜕𝑧[𝐿]
=
𝜕𝐿( ො𝑦,𝑦)
𝜕 ො𝑦

𝜕 ො𝑦
𝜕 𝒛[𝑳]

=
𝜕𝐿( ො𝑦,𝑦)
𝜕 ො𝑦

𝑔′ 𝑧 𝐿

2. For layer ℓ: 𝛿[ℓ] =
𝜕𝐿( ො𝑦,𝑦)

𝜕 𝑧 ℓ =
𝜕𝐿( ො𝑦,𝑦)

𝜕 𝑧 ℓ+1

𝜕𝑧 ℓ+1

𝜕𝑎[ℓ]
𝜕𝑎 ℓ

𝜕𝑧[ℓ]
= 𝛿[ℓ+1]𝑊[ℓ+1]𝑔′(𝑧[ℓ])

3. Compute parameter gradients

–
𝜕𝐿( ො𝑦,𝑦)

𝜕 𝑊 ℓ =
𝜕𝐿( ො𝑦,𝑦)

𝜕 𝑧 ℓ

𝜕𝑧[ℓ]

𝜕 𝑊 ℓ = 𝛿[ℓ]𝑎 ℓ−1 𝑇

–
𝜕𝐿( ො𝑦,𝑦)

𝜕 𝑏 ℓ =
𝜕𝐿( ො𝑦,𝑦)

𝜕 𝑧 ℓ

𝜕𝑧[ℓ]

𝜕 𝑏 ℓ = 𝛿[ℓ]

Backpropagation
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𝛿[3]
𝛿[2]𝛿[1]

𝐿 𝑦, ො𝑦 = −[ 1 − 𝑦 log 1 − ො𝑦 + ylog ො𝑦]



Binary Classification Example

• 𝛿[3] =
𝜕𝐿( ො𝑦,𝑦)

𝜕𝑧[3]
=

𝜕𝐿( ො𝑦,𝑦)

𝜕 ො𝑦
𝑔′ 𝑧 3 ; ො𝑦 = 𝑔 𝑧 3 = 𝑎[3]

•
𝜕𝐿( ො𝑦,𝑦)

𝜕 ො𝑦
= -

𝜕[ 1−𝑦 log 1− ො𝑦 +𝑦𝑙𝑜𝑔 ො𝑦]

𝜕 ො𝑦
= 
1−𝑦

1− ො𝑦
−

𝑦

ො𝑦
=

ො𝑦−𝑦

ො𝑦(1− ො𝑦)

• 𝛿[3] =
ො𝑦−𝑦

ො𝑦(1− ො𝑦)
𝑔′ 𝑧 3

=
𝑎 3 −𝑦

𝑔 𝑧 3 1−𝑔 𝑧 3
g z 3 1 − g z 3 = a[3] − y

•
𝜕𝐿( ො𝑦,𝑦)

𝜕 𝑊 3 = 𝛿[3]𝑎 2 𝑇 = 𝑎 3 − 𝑦 𝑎 2 𝑇

•
𝜕𝐿( ො𝑦,𝑦)

𝜕 𝑏 3 = a[3] − y
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𝑔 𝑥 = 𝜎 𝑥 =
1

1 + 𝑒−𝑥

𝑔′ 𝑥 = 𝜎′ 𝑥 = 𝜎 𝑥 (1 − 𝜎 𝑥 )



Binary Classification Example

• 𝛿[2] =
𝜕𝐿( ො𝑦,𝑦)

𝜕𝑧[2]
= 𝛿[3]𝑊[3]𝑔′(𝑧[2])

•
𝜕𝐿( ො𝑦,𝑦)

𝜕 𝑊 2 = 𝛿[2]𝑎 1 𝑇 = 𝛿[3]𝑊[3]𝑔′(𝑧[2]) 𝑎 1 𝑇=

= [𝑎[3]−𝑦]𝑊[3]𝑔(𝑧[2]) (1- 𝑔(𝑧[2]))𝑎 1 𝑇

•
𝜕𝐿( ො𝑦,𝑦)

𝜕 𝑏 2 = [𝑎[3]−𝑦]𝑊[3]𝑔(𝑧[2]) (1− 𝑔(𝑧[2]))
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𝑔 𝑥 = 𝜎 𝑥 =
1

1 + 𝑒−𝑥

𝑔′ 𝑥 = 𝜎′ 𝑥 = 𝜎 𝑥 (1 − 𝜎 𝑥 )



Backpropagation
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Average gradient is 
Δ𝑖𝑗
[ℓ]

𝑁



Given training set 𝑥1, 𝑦1 , … , 𝑥𝑁, 𝑦𝑁
Initialize all parameters 𝑊[ℓ], 𝑏[ℓ] randomly, for all layers ℓ
Loop 

Training NN with Backpropagation
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Update weights via gradient step

• 𝑊𝑖𝑗
[ℓ]

= 𝑊𝑖𝑗
[ℓ]

− 𝛼
Δ𝑖𝑗
[ℓ]

𝑁

• Similar for 𝑏𝑖𝑗
[ℓ]

Until weights converge or maximum number of epochs is reached

EPOCH



Materials

• Stanford tutorial on training Multi-Layer 
Neural Networks
– http://ufldl.stanford.edu/tutorial/supervised/Mult

iLayerNeuralNetworks/

• Notes on backpropagation by Andrew Ng
– http://cs229.stanford.edu/notes/cs229-notes-

backprop.pdf

• Deep learning notes by Andrew Ng
– http://cs229.stanford.edu/notes/cs229-notes-

deep_learning.pdf
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http://ufldl.stanford.edu/tutorial/supervised/MultiLayerNeuralNetworks/
http://cs229.stanford.edu/notes/cs229-notes-backprop.pdf
http://cs229.stanford.edu/notes/cs229-notes-deep_learning.pdf


GD for Neural Networks

• Initialization

– For all layers ℓ

• Set 𝑊[ℓ], 𝑏[ℓ]at random

• Backpropagation

– Fix learning rate 𝛼

– For all layers ℓ (starting backwards)

• 𝑊[ℓ] = 𝑊[ℓ] − 𝛼σ𝑖=1
𝑁 𝜕𝐿( ො𝑦(𝑖),𝑦(𝑖))

𝜕𝑊 ℓ

• 𝑏[ℓ] = 𝑏[ℓ] − 𝛼σ𝑖=1
𝑁 𝜕𝐿( ො𝑦(𝑖),𝑦(𝑖))

𝜕𝑏 ℓ

24

This is 
expensive!



Stochastic Gradient Descent

• Initialization

– For all layers ℓ

• Set 𝑊[ℓ], 𝑏[ℓ]at random

• Backpropagation

– Fix learning rate 𝛼

– For all layers ℓ (starting backwards)

• For all training examples 𝑥(𝑖), 𝑦(𝑖)

–𝑊[ℓ] = 𝑊[ℓ] − 𝛼
𝜕𝐿( ො𝑦(𝑖),𝑦(𝑖))

𝜕𝑊 ℓ

– 𝑏[ℓ] = 𝑏[ℓ] − 𝛼
𝜕𝐿( ො𝑦(𝑖),𝑦(𝑖))

𝜕𝑏 ℓ
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Incremental 
version of GD



Mini-batch Gradient Descent

• Initialization
– For all layers ℓ

• Set 𝑊[ℓ], 𝑏[ℓ] at random

• Backpropagation
– Fix learning rate 𝛼

– For all layers ℓ (starting backwards)
• For all batches b of size B with training examples 𝑥(𝑖𝑏), 𝑦(𝑖𝑏)

–𝑊[ℓ] = 𝑊[ℓ] − 𝛼σ𝑖=1
𝐵 𝜕𝐿( ො𝑦(𝑖𝑏),𝑦(𝑖𝑏))

𝜕𝑊 ℓ

– 𝑏[ℓ] = 𝑏[ℓ] − 𝛼σ𝑖=1
𝐵 𝜕𝐿( ො𝑦(𝑖𝑏),𝑦(𝑖𝑏))

𝜕𝑏 ℓ
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Gradient Descent Variants

27



Gradient Descent Variants

28



Training Neural Networks

• Randomly initialize weights

• Implement forward propagation to get prediction 
ෝ𝑦𝑖 for any training instance 𝑥𝑖

• Compute loss function 𝐿 ො𝑦𝑖 , 𝑦𝑖
• Implement backpropagation to compute partial 

derivatives 
𝜕𝐿( ො𝑦(𝑖),𝑦(𝑖))

𝜕𝑊 ℓ and
𝜕𝐿( ො𝑦(𝑖),𝑦(𝑖))

𝜕𝑏 ℓ

• Use gradient descent with backpropagation to 
compute parameter values that optimize loss

• Can be applied to both feed-forward and 
convolutional nets
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