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MDPs for planning under uncertainty 
• MDP is a stochastic system for planning under uncertainty 

•  Find optimal policies with minimum expected cost 
•  Mapping of what action to take in each state—stationary or nonstationary 
•  Dynamic programming 

•  Markov assumption—next state only depends on current state and action 
•  Bellman’s theorem—choosing minimal action in current state and assuming 

optimal policy for the rest minimizes overall expected cost 

S = set of states Environmental context 
A = set of actions Possible behaviors 
T = transition model  
T(s, a, sʹ′) = Pa(sʹ′ | s) What states can result from an action? 

R = reward model  
R(s) and C(s,a) 

Reward for each state 
Cost for each state and action 



MDPs assume fully observable states 
•  In many applications, this is not possible 

•  Agent only able to sense and observe certain elements of the context and may 
not be fully aware of others 

•  Features of the domain may be dynamic  

•  Partially observable domains 
•  Multiagent simulations 
•  Robot navigation 
•  Computer vision 
•  Network maintenance 
•  Games (like Poker or Kreigspiel) with imperfect information 
 

•  Partially observable Markov decision processes (POMDPs) 
•  Specialized MDPs to account for additional uncertainty about the state 



POMDP formalism 
• Decision-making in partially observable, stochastic domains 
•  Formally defined as a 6-tuple POMDP = (S, A, T, R, O, Ω) 

 
S = set of states Environmental context 
A = set of actions Possible behaviors 
O = set of observations What the agent can sense in a state 
T = transition model  
T(s, a, sʹ′) = Pa(sʹ′ | s) What states can result from an action? 

Ω = observation model 
Ω(o, a, s) = Pa(o | s) What observations result from an action in a given state? 

R = reward model  
R(s) and C(s,a) 

Reward for each state 
Cost for each state and action 



Partial observability model 
• O and Ω model partial observability  
• O is finite set of observations 

•  Cannot observe s directly—can only do action a then observe o 
•  The same observation o can occur in more than one state 

• Ω is a set of conditional observation probabilities 
•  Pa(o | s) = probability of observation o after executing action a in state s  
•  Require that for each a and s,  ∑o∈O Pa(o | s) = 1 

• Why do the observations depend on the action a? 
•  Why do we have Pa(o | s) rather than P(o | s)? 



Partial observability model 
• O and Ω model partial observability  
• O is finite set of observations 

•  Cannot observe s directly—can only do action a then observe o 
•  The same observation o can occur in more than one state 

• Ω is a set of conditional observation probabilities 
•  Pa(o | s) = probability of observation o after executing action a in state s  
•  Require that for each a and s,  ∑o∈O Pa(o | s) = 1 

• Why do the observations depend on the action a? 
•  Why do we have Pa(o | s) rather than P(o | s)? 
•  This is a way to model sensing actions 

•  e.g., a is the action of obtaining observation o from a sensor 



More about sensing actions 
•  Suppose a is an action that never changes the state 

•  Pa(s | s) = 1 for all s 
 

•  Suppose there is a state s and an observation o such that a gives 
us observation o iff we’re in state s 
•  Pa(o | s) = 0 for all s' ≠ s 
•  Pa(o | s) = 1 

•  To tell if in state s, just perform a and see whether you observe o 

 
•  Two states s and s' are indistinguishable if for every o and a, 

Pa(o | s) = Pa(o | s') 



What is behind door number 1? 
S1: Tiger Right 

P(o=TL | S0, listen) = 0.15 
P(o=TR | S1, listen) = 0.85 

 

S0: Tiger Left 
P(o=TL | S0, listen) = 0.85 
P(o=TR | S1, listen) = 0.15 

 

Actions: 
listen,  
open-left,  
open-right 

Observations: 
TL: hear the tiger on left 
TR: hear the tiger on right 

Reward function: 
Wrong opening = -100 
Correct opening = +10 
Cost for listening = -1 



How do we represent the possible state? 
• Belief states—probability distribution b(s) over the states in S 

•  Current belief about what state we are in 
•  Agent maintains internal belief state that summarizes its experience 

• Assigns probability to every state in underlying MDP 
•  0  ≤  b(s)  ≤  1 for every s in S 
•  ∑s ∈ S b(s) = 1 

• Beliefs about actions, states, and observations 
•  ba =  the belief state after doing action a in belief state b 
•  ba(s)  = P(we’re in s after doing a in b) = ∑s' ∈ S Pa(s | s') b(s') 
•  ba(o) = P(observe o after doing a in b) = ∑s' ∈ S Pa(o | s') b(s') 
•  ba

o(s) = P(we’re in s | we observe o after doing a in b) 



Bayesian updating of the belief state 
•  As actions are taken and observations received, we need to update our 

belief state 
•  Use Bayesian updating to incorporate new context 

   ba
o(s) = Pa(o|s) ba(s)  

          ba(o)   
 

 ba
o(s) = P(s | o, a, b) = Pa(o|s) ∑s' ∈ S Pa(s | s') b(s') 

          ∑s' ∈ S Pa(o | s') b(s') 
 
•  Transition from one belief state to another, given an action 

  
Pa(b’ | b) = ∑o ∈ O Pa(b’|o,b) ∑s' ∈ S Pa(o | s') ∑s' ∈ S Pa(s | s') b(s’) 

 
       
   



Updating our beliefs in the tiger problem 

S1: Tiger Right 
P(o=TL | S0, listen) = 0.15 
P(o=TR | S1, listen) = 0.85 

 

S0: Tiger Left 
P(o=TL | S0, listen) = 0.85 
P(o=TR | S1, listen) = 0.15 

 

Action: listen 
Observation: TL 

Belief? 

b0 



Updating our beliefs in the tiger problem 

S1: Tiger Right 
P(o=TL | S0, listen) = 0.15 
P(o=TR | S1, listen) = 0.85 

 

S0: Tiger Left 
P(o=TL | S0, listen) = 0.85 
P(o=TR | S1, listen) = 0.15 

 

Action: listen 
Observation: TL 

Belief? 

b0 b1 

b1 = blisten
TL(s) = Plisten(TL|s) ∑s' ∈ S Plisten(s | s') b(s') 

       ∑s' ∈ S Pa(o | s') b(s') 
 



DWR example 
•  Modified version of DWR 
•  Robot r1 can move 

between l1 and l2 
•  move(r1,l1,l2) 
•  move(r1,l2,l1) 

•  With probability 0.5 
there’s a container c1  
in location l2 

•  in(c1,l2) 

•  O = {full, empty} 
•  full: c1 is present 
•  empty: c1 is absent 

s2 

s1 

s3 

s4 

at(r1,l1)  at(r1,l2)  

at(r1,l1) 
in(c1,l2) 

at(r1,l2) 
in(c1,l2) 

b(s2)  = 0.5  

b(s1)  = 0.5  

b(s3)  = 0  

b(s4)  = 0  

s2 

s1 

s3 

s4 

at(r1,l1)  at(r1,l2)  

at(r1,l1) 
in(c1,l2) 

at(r1,l2) 
in(c1,l2) 

b’(s2)  = 0  

b’(s1)  = 0  

b’(s3)  = 0.5  

b’(s4)  = 0.5  

Belief state b 

Belief state b’ = bmove(r1,l1,l2) 

move(r1,l1,l2) 
 



DWR example 
•  move doesn’t return a useful  

observation 
•  For every state s and for  

 move action a, 
•  Pa(f | s) = Pa(e | s) = 0.5 

•  If no other actions, then 
•  s1, s2 indistinguishable 
•  s3, s4 indistinguishable 

•  No way to learn where 
the container is 

s2 

s1 

s3 

s4 

at(r1,l1)  at(r1,l2)  

at(r1,l1) 
in(c1,l2) 

at(r1,l2) 
in(c1,l2) 

b(s2)  = 0.5  

b(s1)  = 0.5  

b(s3)  = 0  

b(s4)  = 0  

s2 

s1 

s3 

s4 

at(r1,l1)  at(r1,l2)  

at(r1,l1) 
in(c1,l2) 

at(r1,l2) 
in(c1,l2) 

b’(s2)  = 0  

b’(s1)  = 0  

b’(s3)  = 0.5  

b’(s4)  = 0.5  

Belief state b 

Belief state b’ = bmove(r1,l1,l2) 

move(r1,l1,l2) 
 



DWR example 
•  Suppose a sensing action  

see that works perfectly in  
location l2 
•  Psee(f | s4) = Psee(e | s3) = 1 
•  Psee(f | s3) = Psee(e | s4) = 0 

•  Then s3 and s4 are  
distinguishable! 

•  Suppose see doesn’t work  
elsewhere 
•  Psee(f | s1) = Psee(e | s1) = 0.5 
•  Psee(f | s2) = Psee(e | s2) = 0.5 

s2 

s1 

s3 

s4 

at(r1,l1)  at(r1,l2)  

at(r1,l1) 
in(c1,l2) 

at(r1,l2) 
in(c1,l2) 

b(s2)  = 0.5  

b(s1)  = 0.5  

b(s3)  = 0  

b(s4)  = 0  

s2 

s1 

s3 

s4 

at(r1,l1)  at(r1,l2)  

at(r1,l1) 
in(c1,l2) 

at(r1,l2) 
in(c1,l2) 

b’(s2)  = 0  

b’(s1)  = 0  

b’(s3)  = 0.5  

b’(s4)  = 0.5  

Belief state b 

Belief state b’ = bmove(r1,l1,l2) 

move(r1,l1,l2) 
 



DWR example 
•  In b, see doesn’t help us any 

bsee
e(s1) = Psee(e | s1) bsee(s1)  

   bsee(e) 
 = 0.5(0.5) / 0.5 
 = 0.5 

 
 
•  In b', see tells us what state  

we’re in 
b'see

e(s3) = Psee(e | s3)  b'see(s3)  
   b'see(e) 
 = 1(0.5) / 0.5  
 = 1 

s2 

s1 

s3 

s4 

at(r1,l1)  at(r1,l2)  

at(r1,l1) 
in(c1,l2) 

at(r1,l2) 
in(c1,l2) 

b(s2)  = 0.5  

b(s1)  = 0.5  

b(s3)  = 0  

b(s4)  = 0  

s2 

s1 

s3 

s4 

at(r1,l1)  at(r1,l2)  

at(r1,l1) 
in(c1,l2) 

at(r1,l2) 
in(c1,l2) 

b’(s2)  = 0  

b’(s1)  = 0  

b’(s3)  = 0.5  

b’(s4)  = 0.5  

Belief state b 

Belief state b’ = bmove(r1,l1,l2) 

move(r1,l1,l2) 
 



POMDP as a “belief MDP” 
•  POMDP can be seen as continuous-space “belief MDP” 

•  Belief is encoded in a continuous belief state (probability distribution)—belief 
space is continuous, but only visit countable number of points 

 

•  Make decisions about the best action to take, given the observations 
and belief about the state 
•  Minimize cost/maximize utility 

•  Can solve just like an MDP 
•  Use value or policy iteration on a continuous space 
•  What is a “policy”? How do we calculate rewards? How should the 

algorithms be adapted? 

a1 

a2 
o3 o1 

o2 

o2 o1 o3 

0 1 



Policies over belief states in POMDPs 
•  Fully observable MDP—policy is partial function from S to A 
•  POMDP—policy is partial function from B to A 

•  Where B is the set of all belief states 

•  Optimal action depends only on the current belief state 
•  Does not depend on the actual state! 

 
•  Decision cycle in POMDPs 

•  Given current belief state b, execute optimal action a = π*(b) 
•  Receive new observation o 
•  Update belief state with Bayes rule 

•  S was finite, but B is infinite and continuous 
•  Evaluating/generating policies in POMDPs is hard… 
•  Can convert to “belief MDP”—observable MDP over belief states 



DWR policy 
•  Suppose we know the 

initial belief state is b 

•  Policy to tell if there’s a 
container in l2: 
 
π = {(b, move(r1,l1,l2)), 
        (b', see)} 

s2 

s1 

s3 

s4 

at(r1,l1)  at(r1,l2)  

at(r1,l1) 
in(c1,l2) 

at(r1,l2) 
in(c1,l2) 

b(s2)  = 0.5  

b(s1)  = 0.5  

b(s3)  = 0  

b(s4)  = 0  

s2 

s1 

s3 

s4 

at(r1,l1)  at(r1,l2)  

at(r1,l1) 
in(c1,l2) 

at(r1,l2) 
in(c1,l2) 

b’(s2)  = 0  

b’(s1)  = 0  

b’(s3)  = 0.5  

b’(s4)  = 0.5  

Belief state b 

Belief state b’ = bmove(r1,l1,l2) 

move(r1,l1,l2) 
 



Rewards and costs in POMDPs 
•  Compute the value function over the belief space 
•  Expected reward over the actual states the agent might be in 

 
   ρ(b,a) =∑s b(s)R(s,a) 

•  Now with B, A, Pa(b’ | b), and ρ(b,a) we can define “belief MDP” 
•  Observable MDP over belief space 
 

•  Bellman value update equation for this MDP 
  
  V*(b) = maxa∈A(s) ρ(b) + γ ∑o ∈ O Pa(o | b) V*(ba

o) 
 
•  Solving POMDP on actual state space can be reduced to solving MDP 

on belief space s.t. π*MDP = π*POMDP 
 

•  Still need to adapt algorithms to account for continuous belief space 



Adapting value iteration to POMDPs 
• MDP value iteration computes one utility value for each state 

•  Not possible in POMDPs (or belief MDPs) where there are infinitely 
many belief states 

• Consider again the decision cycle with optimal policy π* 
•  Execute optimal action a = π*(b)  
•  Receive new observations o 
•  For each observation, update belief state with Bayes rule 

•  For each b, policy π* represents a conditional plan 
•  Optimal actions conditioned on observations—policy trees 
•  Utility can be represented as convex vectors 



Conditional plans as policy trees 
• With one step remaining—Take a single action 
• With two steps remaining—Take an action, make an 

observation, take the final action 

A 

A A A 

A 

A A A 

O1 
O2 

Ok 

Ok O2 
O1 

T steps to go 

T-1 steps to go 

2 steps to go 
(T = 2) 

1 steps to go 
(T = 1) 



Conditional plans as policy trees 
• With one step remaining—Take a single action 
• With two steps remaining—Take an action, make an 

observation, take the final action 

A 

A A A 

A 

A A A 

O1 
O2 

Ok 

Ok O2 
O1 

T steps to go 

T-1 steps to go 

2 steps to go 
(T = 2) 

1 steps to go 
(T = 1) 

Action at each 
step conditional 
on observations 



Value function for a policy tree 
•  If p is a one-step policy tree, value of executing action in state s: 

 
   Vp(s) = R(s,a(p)) 

•  If p is a t-step policy tree, expected value of a policy is 
   

   Vp(s) = R(s,a(p)) + γ ∑s' ∈ S Pa(p)(s' | s) [∑o ∈ O Pa(p)(o | s')) Vo(p) (s')] 

•  Vp(s) can be thought of as a vector associated with policy trees p 
•  Dimension is the same as the number of states 
•  Expected value of a conditional plan in physical state space represented by vectors 

 
  αp = <Vp(s1), Vp(s2), …, Vp(sn)> 



Value of conditional plans in belief space 
•  For a policy tree p, expected value of executing p in belief state b 

 
  Vp(b) = ∑s b(s) αp(s) = b . αp 

• At belief state b, optimal policy will execute policy tree 
(conditional plan) with minimum expected cost 
 

   Vπ*(b) = maxp b . αp 

•  Vp(b) is linear in b for each policy tree p, so Vπ*(b) is the upper 
surface of those functions 
•  Vπ*(b) is piecewise linear and convex 



Piecewise linear value functions 
•  For value functions Vp1, Vp2, Vp3,…,Vpn  induced by policy trees 

p1, p2, p3, …, pn each has the form 
 

   Vpi(b) =  b . αpi 

•  Linear function in b—represents a hyperplane (or line or plane, 
depending on the number of actual states) 

•  Let’s look at a simple example with two states… 



Two-state POMDP example 
•  Two states s0 and s1 with rewards 

R(s0) = 0 
R(s1) = 1 

•  Two actions: stay and go s.t. 
•  For all states s Pstay(s | s) = 0.9 
•  For all states s Pgo(s | s) = 0.1 

• Assume γ  = 1 

s0 s1 
go 

stay 

stay 



Two-state POMDP example 
• Vectors form lines in belief space: 
α[stay](s0) = R(s0) + γ (0.9R(s0)  + 0.1R(s1)) = 0.1 
α[stay](s1) = R(s1) + γ (0.9R(s1)  + 0.1R(s0)) = 1.9 
α[go](s0) = R(s0) + γ (0.9R(s1)  + 0.1R(s0)) = 0.9 
α[g0](s1) = R(s1) + γ (0.9R(s0)  + 0.1R(s1)) = 1.1 
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Two-state POMDP example 
• Vectors form lines in belief space: 
α[stay](s0) = R(s0) + γ (0.9R(s0)  + 0.1R(s1)) = 0.1 
α[stay](s1) = R(s1) + γ (0.9R(s1)  + 0.1R(s0)) = 1.9 
α[go](s0) = R(s0) + γ (0.9R(s1)  + 0.1R(s0)) = 0.9 
α[g0](s1) = R(s1) + γ (0.9R(s0)  + 0.1R(s1)) = 1.1 

 0

 0.5

 1

 1.5

 2

 2.5

 3

 0  0.2  0.4  0.6  0.8  1

U
til

ity

Probability of state 1

[Stay]

[Go]

Optimal policy is 
piecewise linear 



Two-state POMDP example 
• Vectors form lines in belief space: 
α[stay](s0) = R(s0) + γ (0.9R(s0)  + 0.1R(s1)) = 0.1 
α[stay](s1) = R(s1) + γ (0.9R(s1)  + 0.1R(s0)) = 1.9 
α[go](s0) = R(s0) + γ (0.9R(s1)  + 0.1R(s0)) = 0.9 
α[g0](s1) = R(s1) + γ (0.9R(s0)  + 0.1R(s1)) = 1.1 
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b(s) > 0.5  stay 
Otherwise  go 



Two-state POMDP example 
• Use the αp values for the 1-step plans to compute values for all 

2-step plans 
•  Look at each possible action, each observation, 

and then possible final action  

•  If possible observations are 1 or 2: 
•  [stay; o = 0 stay; o = 1  go] 
•  [stay; o = 0 go; o = 1  stay] 
•  … 

•  8 possible 2-step plans  0
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Two-state POMDP example 
• Use the αp values for the 1-step plans to compute values for all 

2-step plans 
•  Look at each possible action, each observation, 

and then possible final action  

•  If possible observations are 1 or 2: 
•  [stay; o = 0 stay; o = 1  go] 
•  [stay; o = 0 go; o = 1  stay] 
•  … 

•  8 possible 2-step plans Identify maximum piecewise 
linear utility 

for various regions 
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Two-state POMDP example 
• Use the αp values for the 1-step plans to compute values for all 

2-step plans 
•  Look at each possible action, each observation, 

and then possible final action  

•  If possible observations are 1 or 2: 
•  [stay; o = 0 stay; o = 1  go] 
•  [stay; o = 0 go; o = 1  stay] 
•  … 

•  8 possible 2-step plans Repeat this process for 3-step to 
go plans, 4-step, etc.  0
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Utility vectors allow value iteration 
• By looking at policy trees, we can use these linear value vectors 

in value iteration 
•  No longer have to iterate over continuous belief space 

 
αp(s) = R(s,a(p)) + γ ∑s' ∈ S Pa(p)(s' | s) [∑o ∈ O Pa(o | s')) αo(p) (s')] 

• Apply Bellman’s theorem and dynamic programming, storing 
value over all possible policy trees at each step 



First step of value iteration 
•  Our simple example looked at the first step of value iteration 
•  In general, first step looks at 1-step policy trees—just actions 

 
•  To do a DP backup, evaluate every possible 2-step policy tree 

A1 A2 

A1 A1 

A1 A1 A1 A2 

A1 

A2 A1 

A1 

A2 A1 
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A2 

A2 A1 

A2 

A2 A1 

O1 O1 O1 O1 

O1 O1 O1 O1 

O2 

O2 

O2 O2 O2 

O2 O2 O2 



Pruning dominated policy trees 
• Combinatoric blowup in value iteration 
•  Some policy trees are dominated by others and never useful 

•  Value always lower than some other plan 
 

•  Prune these to avoid  
consideration in the  
next step 
•  Prune before evaluating 

to save work 
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Pruning dominated policy trees 
• Combinatoric blowup in value iteration 
•  Some policy trees are dominated by others and never useful 

•  Value always lower than some other plan 
 

•  Prune these to avoid  
consideration in the  
next step 
•  Prune before evaluating 

to save work 
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Value iteration in POMDPs 
•  Maintain undominated policy trees with their utility hyperplanes 
•  Compute Bellman backups until the value function converges 

•  Again, need to choose an appropriately small ε 

•  Worst case—consider every possible policy tree 
•  For |A| actions, |O| possible observations we have |A||O|^d-1 policy trees of depth 

d (i.e., d steps to go) 
•  Unpruned value function for d = 20 includes more than 10547,864 linear 

functions! 
•  Intractable in most cases—pruning dominated plans is essential 

•  Approximations are required in most cases 
•  Point-based value iteration 
•  Heuristics 



Point-based value iteration 
•  Solve the POMDP for some finite number of belief points 
•  Initialize linear segment for each belief point and iterate 



Point-based value iteration 
•  Solve the POMDP for some finite number of belief points 
• Can do point updates in polynomial time in number of points 

•  Only maintain 1 vector per point 

• Does not require pruning—just check for redundant vectors 


